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ABSTRACT

We introduce the Endless Exam, a benchmark spanning fourteen parameterised
families of mathematical construction problems, with verifiable scores that dis-
tinguish progress before and beyond published mathematical frontiers. Each sub-
mitted object is checked automatically for validity and assigned a relative qual-
ity score against a published frontier or construction baseline, without capping
improvements at 1. The benchmark draws long-term challenges from open mathe-
matical problems and generates larger instances by varying their parameters. Com-
pact certificates allow large constructions to be verified without listing every ele-
ment. Across nine models evaluated on 69 distinct instances, continuous quality
scores distinguish performance even though none of the 30 published-frontier ref-
erences is surpassed. Size—quality curves show how construction quality changes
as problem size increases. We release the generators, verifiers, references, model
responses and analysis to support continued measurement before and beyond hu-
man frontiers.

1 INTRODUCTION

Measuring progress toward artificial superintelligence (ASI) requires both scores that distinguish
advances beyond the best human answers and tasks that continue to offer room for improvement.
Mathematical construction problems meet these needs because finding a better object can demand
a new idea, while its validity can be checked and its quality measured automatically. Varying the
problem’s parameters then provides a continuing supply of harder instances.

Benchmark saturation makes this need immediate: a recent study finds that 29 of 60 language-model
benchmarks exhibit high or very high saturation, limiting their ability to distinguish leading mod-
els (Akhtar et al., 2026). ARC Prize recently reported 99.9% for GPT-6 Astra on ARC-AGI-3 Semi-
Private with its Provider Adapter harness (Kamradt, 2026).! Once models reach benchmark ceilings,
evaluation must continue to distinguish their progress and offer harder instances.

We introduce the Endless Exam, a benchmark built from fourteen parameterised families of math-
ematical construction problems, with 69 evaluation instances. Consider a progression-free set: a
collection of points in [Ff containing no three distinct points z,y, z with © + z = 2y (Figure 1).
Given a proposed set, the evaluator checks for forbidden triples and counts its points, rewarding
larger valid sets even when they exceed every published construction. Changing the dimension pro-
duces a new task. We apply the same approach to graphs and codes, checking each construction and
scoring its quality.

In many of these families, the best published constructions still leave a substantial gap to the proven
upper bounds. For seven-colour Schur partitions and progression-free sets in F¢, these bounds are
8.1 and 11.6 times the best published construction sizes, respectively, and the optimal sizes remain
unknown.

To assess current model performance on these construction problems, we evaluate nine models in
fourteen tool-free configurations: GPT-6 Astra, GPT-5.6 Luna, Claude Fable 5.1, Claude Opus 5.5,
DeepSeek V4.1 Flash, Qwen3.8-27B and Qwen3.5 at 4B, 9B and 27B. To examine the effect of tool

'The 99.9% result uses high reasoning effort. With the Standard evaluation setup, the same report gives
62.7% at max effort.
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Figure 1: An illustrative AP-free set in F2. Here z,v, 2 denote distinct selected points, with
coordinate-wise arithmetic modulo 5. Dividing the five valid points by the six-point optimum gives
a relative quality of 5/6 ~ 0.833.

access, we additionally evaluate Astra, Luna and Opus 5.5 at high effort with code and web access
on the 69 instances.

Our contributions are:

1. An uncapped measure of mathematical progress. Relative quality puts diverse construc-
tion objectives on a common scale and preserves the magnitude of improvements beyond a
reference.

2. An expandable suite of construction problems. Fourteen families generate new instances
by varying parameters such as dimension, graph degree and code length; we evaluate 69
instances.

3. Automatic verification at large scales. We verify constructions through their mathemat-
ical properties, even when the optimum is unknown. Compact descriptions and algebraic
certificates support evaluation of objects too large to enumerate, including submitted codes
with over a trillion codewords (Section 3.4).

The Endless Exam is an open-source benchmark, and we welcome community contributions
of new constructions, task families and verifier improvements. Code and data are available at
https://github.com/ricolalemon/endless—exam.

2 RELATED WORK

Mathematical reasoning benchmarks. Humanity’s Last Exam (Phan et al., 2025) and Fron-
tierMath (Glazer et al., 2024; Epoch Al, 2026a) assess expert-level problem solving. IMProof-
Bench (Schmitt et al., 2025) and First Proof (Abouzaid et al., 2026) evaluate research-level proofs,
IMO-AnswerBench (Luong et al., 2025) evaluates Olympiad answers, and ARC-AGI (Chollet, 2019;
Chollet et al., 2025) tests abstract reasoning. Table 1 compares representative mathematical bench-
marks and problem collections.

Verifiable constructions and problem generation. MathConstruct (Balunovic et al., 2025) checks
constructed objects and varies problem parameters to assess robustness, while MathConstraint (Pati
et al., 2026) generates constraint problems, uses solvers to determine whether solutions exist, and
checks submitted constructions. The Endless Exam assigns graded scores to valid constructions: for
the same instance, more set elements, more graph vertices or fewer scalar multiplications receive
higher scores. This lets us measure how much constructions improve at a given size and how their
quality changes at larger sizes.

Open mathematical problems. FrontierMath: Open Problems and the Erdés Problems and Opti-
mization Constants collections track unsolved questions and mathematical bounds (Epoch Al, 2026b;
Bloom, 2021; Davis et al., 2026). HorizonMath (Wang et al., 2026) evaluates open problems with
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Open Auto- Uncapped

Dataset Problems Difficulty Unsolved Non-proof
eval. check score

FrontierMath 338 Univ.—Res. X v X v X
FrontierMath: Open Problems 50 Research v v X v X
IMProofBench 77 Research v X X x* X
First Proof 10 Research X X X X X
ErdGs Problems 1,217 Research v X X X X
IMO-AnswerBench 400 Olympiad X v v v X
Opt. Constants 115 Research v v X X X
MathConstruct 127 Olympiad X v v v X
MathConstraint 329 Tunable X v v v X
HorizonMath 113 Research v v v v X
Endless Exam 69 Research, scalable v v v v v

Table 1: Comparison of mathematical benchmarks and problem collections, using the cited releases.
Unsolved indicates inclusion of open research targets. Our 69 instances span 14 families. Scalable
denotes larger instances generated by increasing parameters under the same rules. *IMProofBench’s
main proofs are human-graded; follow-up answers are automatically checked.

automated verification and reports the proportion solved. EternalMath (Ma et al., 2026) derives
executable, parameterised tasks from mathematical literature, while Formal Conjectures (Firsching
etal., 2026) collects research problems formalised in Lean for proof discovery and autoformalisation.
The Endless Exam scores construction quality on an uncapped scale, distinguishing the magnitude
of improvements even after a published frontier is surpassed.

Mathematical discovery systems. FunSearch (Romera-Paredes et al., 2024), AlphaE-
volve (Novikov et al., 2025) and AlphaTensor (Fawzi et al., 2022) have improved mathematical
constructions. AlphaEvolve evolves programs using numerical quality feedback, and its mathe-
matical study spans 67 problems with generalisation across parameters (Georgiev et al., 2025). To
compare such progress across systems, families and problem sizes, the Endless Exam combines
relative quality, an uncapped overall score and size—quality curves within a common evaluation
framework.

3 THE EXAM

3.1 DESIGN PRINCIPLES

We select construction families that support continued measurement through improving construction
quality and increasing problem size. Each task specifies the conditions a construction must satisfy and
an objective to optimise, such as maximising the number of graph vertices or minimising the number
of scalar multiplications in a matrix multiplication algorithm. Among valid constructions, every im-
provement in the objective raises the score, including improvements beyond the reference. The eval-
uator checks each construction’s mathematical properties and computes its objective value directly,
without a model judge. These checks do not require knowing the optimum, allowing progress to be
measured even on open problems. Basing scores on the submitted object also makes them resistant to
reward hacking through persuasive prose or unsupported quality claims. Compact descriptions and
certificates extend this approach to objects too large to enumerate. Varying the parameters creates
new instances under the same mathematical rules; larger instances admit more possible constructions
and can make high-quality ones harder to find, providing more demanding tasks as models advance.

3.2 FAMILIES AND INSTANCES

The fourteen families span forbidden-pattern sets, geometry, graphs, codes and algebraic designs
(Table 3). We evaluate the 69 instances of benchmark release bench-v1 . 0. To our knowledge, the
mathematical optimum is unknown for each of the 69 main-evaluation instances. For 30 instances,
published frontiers provide a reference for measuring how closely models approach existing mathe-



matical results and whether they improve on them. For the remaining 39, we use verified construc-
tions generated by the algorithms described in Appendix E as reproducible baselines. These baselines
may be weaker than published constructions. Every reference is supported by a verified construc-
tion and remains unchanged within bench-v1. 0. Both groups use the same relative-quality score,
which increases as constructions improve, including beyond the reference (Section 4).

3.3 REPRESENTATIVE TASKS

These three examples are drawn from the 69 evaluation instances and illustrate graphs, geometry
and compactly represented codes. Reference values appear here to explain scoring; model prompts
contain only the task and answer requirements.

Degree-diameter graphs: degree 4, diameter 5

Task. Construct an undirected graph with as many vertices as possible, subject to two constraints:
each vertex has at most four neighbours, and any two vertices can be connected by a path of at most
five edges. Self-loops and repeated edges are not allowed.

Answer and verification. An edge list specifies the graph. The verifier checks vertex degrees
and shortest-path distances, then counts the vertices of a valid graph. GPT-6 Astra at high effort
without tools submits a graph with 203 vertices, compared with the published frontier of 364. Its
relative quality is therefore 203 /364 ~ 0.558 (Section 4).

Heilbronn triangles: 46 points in a square

Task. Place 46 distinct points in the unit square so that the smallest triangle formed by any three
points has the largest possible area. Each coordinate must be a multiple of 1074,

Answer and verification. Points are submitted as pairs of integers between 0 and 10,000, scaled
by 10~%. The verifier checks their count, distinctness and range, then computes the minimum tri-
angle area using exact integer arithmetic and the coordinate scale. A larger minimum area scores
higher. This instance is evaluated against a construction baseline, illustrating how verified geomet-
ric quality provides a continuous score.

Trifference codes: ternary strings of length 64

Task. Find as many distinct length-64 strings over {0, 1,2} as possible. For every three distinct
strings, there must be at least one position where their symbols are all different: one is 0, one is 1
and one is 2. The objective is the number of strings satisfying this condition together.

Answer and verification. A generator matrix describes all linear combinations of its rows modulo
3. The verifier checks the three-string condition algebraically and counts codewords from the
number of independent rows, without enumerating the full code. For this instance, GPT-6 Astra at
high effort with tools submits an 11 x 64 matrix with 11 independent rows. Choosing a coefficient
of 0, 1 or 2 for each row gives 3! = 177,147 distinct strings. This is 9 times the construction
baseline, so its relative quality is 9. Appendix D.4 describes the certificate check.

3.4 ANSWER FORMATS AND VERIFICATION

The examples in Section 3.3 illustrate two accepted forms of answer: an explicit object and a compact
description. Across the suite, compact forms include products, lattice orbits, digit sets, difference
sets, Cayley generators and algebraic certificates. The verifier either expands the description and
checks the resulting object, or verifies the components and algebraic conditions that establish its
validity and size. In our evaluations, checking the finite factors of a submitted Shannon code certifies
over a trillion codewords (Appendix B.2).

The primary verifier checks whether each submitted construction satisfies the mathematical con-
straints and computes its objective value. For every construction it judges valid, a second verifier
checks the same constraints and recomputes the objective value using a separate implementation of
the mathematical checks. The two verifiers agree on validity and objective value for all these model
constructions and all 69 reference constructions. We also test the verifiers on deliberately invalid
constructions and compare their decisions with exhaustive checks on small Shannon and trifference
instances. They reject all invalid test cases and agree with the exhaustive checks (Appendix D.1).
Appendix D gives the certificate checks and their size and time limits.



3.5 EVALUATION PROTOCOL

All configurations receive the same instances, with prompts specifying the problem, its parameters
and the required answer format (Appendix F). In the tool-free track, models produce one response per
instance within a budget of 128k output tokens, including reasoning tokens. Invalid responses and
generation-budget exhaustion score zero. Each effort level is evaluated as a separate configuration
(Appendix G).

The tool-assisted track gives GPT-6 Astra, GPT-5.6 Luna and Claude Opus 5.5, all at high effort,
code execution and web access while retaining the mathematical prompts and answer formats. Each
evaluation has four CPU threads, 16 GiB of memory and a two-hour wall-clock limit, with no limit on
total output tokens. When an evaluation finishes or reaches a resource limit, we assess the construc-
tion saved before the deadline. Valid constructions receive their quality scores; missing or invalid
submissions receive zero (Appendix H).

4  SCORING

4.1 RELATIVE QUALITY AND OVERALL SCORE

We measure relative quality with the same formula for both reference groups. For parameters p,
verified objective a and reference h(p),

a/h(p), valid maximisation answer,
r(a,p) = < h(p)/a, valid minimisation answer,
0, invalid or empty response.

Relative quality 1 matches the reference, and every further improvement increases the ratio with-
out clipping it at 1. References remain unchanged within each benchmark version, so successive
improvements remain comparable.

For instances with a published frontier, h(p) is the objective value of the cited construction. For the
remaining instances, h(p) is the best objective value among the verified constructions produced by
the algorithms in Appendix E. Relative quality above 1 indicates improvement over the reference;
surpassing a published frontier yields a candidate mathematical record. Appendix E documents the
references and baseline procedures.

Published eight-colour Schur constructions illustrate how scores distinguish successive improve-
ments. Against the historical reference of 5,041 elements derived from Fredricksen & Sweet (2000),
constructions of sizes 5,286 (Rowley, 2021) and 5,362 (Bengone et al., 2026) receive scores of 1.049
and 1.064, respectively. Both surpass the reference, but the scores distinguish their quality. The
current benchmark uses 5,362 as its eight-colour reference (Appendix B.4).

The overall score is S = (100/69) Z?il r;, Where r; is the relative quality for instance 4. Invalid
submissions receive zero, and a score of 100 matches the references on average. Table 2 also reports
mean relative quality for each reference group, with 95% confidence intervals obtained by bootstrap-

ping instances within that group.

Each construction instance provides a richer picture of performance than a binary correct/incorrect
label. Verification establishes whether the answer is valid, and relative quality measures how well
the construction performs against its published frontier or construction baseline. For example, valid
constructions with relative quality scores of 0.5, 0.9 and 1.2 would all pass a validity check, but
receive different quality scores. Our 69 instances therefore reveal more than 69 success-or-failure
outcomes: they show how close each construction comes to its reference and how far it improves
beyond it.

4.2  GAP CLOSED

Gap closed measures progress from the reference h to a proven bound b. For maximisation it is
max(0,In(a/h)/In(b/h)). For minimisation, the ratios a/h and b/h are replaced by h/a and h/b.
Constructions that do not improve on the reference score 0, while reaching the bound scores 1; invalid
answers also score 0. We average gap closed over the 64 instances with proven bounds: 30 use
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Figure 2: Mean relative quality across fourteen families. Model points and bar endpoints are nor-
malised to the reference and averaged over the same instances in each row; model means include
zero scores. Upper rows use published frontiers; lower rows use construction baselines. A ratio of
1 matches the reference. Grey bars extend from the reference level of 1 to mathematical bounds or
conjectured targets. A solid mark at the right end indicates a proven bound; a dashed mark indicates
a conjectured target. An arrow means the endpoint lies beyond the plotted range. Filled markers indi-
cate tool-free evaluations and hollow markers tool-assisted evaluations. Crosses mark means below
0.001. AP-free: arithmetic-progression-free; LABS: low-autocorrelation binary sequences; MOLS:
mutually orthogonal Latin squares.

published frontiers and 34 use construction baselines. The 5 LABS instances use a conjectured
target and are reported separately (Appendix C.15).

5 REsuLTs

5.1 DISTINGUISHING TODAY’S MODELS

Tool-free overall scores span 7.55-91.90 (Table 2). On the 30 instances with published frontiers,
mean relative quality spans 0.07-0.76 despite a 0% breakthrough rate for all fourteen configurations.
GPT-6 Astra at high effort reaches 0.76 (95% CI 0.69-0.83). Mean relative quality on the 39 instances
with construction baselines ranges from 0.08 to 1.04. Astra high also achieves the largest tool-free
mean gap closed, at 1.6% across the 64 instances with proven bounds. Figure 2 and Appendix C
show the differences across families.

Both model size and reasoning effort affect quality. On instances with published frontiers, Qwen3.5’s
mean relative quality rises from 0.07 to 0.12 to 0.13 at 4B, 9B and 27B (Figure 7). Raising effort
from medium to high increases Astra’s mean from 0.66 to 0.76 and GPT-5.6 Luna’s from 0.16 to
0.25. Claude Fable 5.1’s overall score instead falls from 71.90 at medium effort to 43.73 at high
effort, where 32 of the 69 responses exhaust the 128k output budget. Additional reasoning effort can
therefore consume the budget without producing a completed construction. Opus 5.5 scores 66.70 at



Mean relative quality

Overall Published Construction ~ Valid ~ Gap
configuration score frontiers (30) baselines (39) fraction closed
Qwen3.5-4B high 7.55 0.07 [0.03, 0.11] 0.08 [0.03, 0.15] 0.38 0.000
Qwen3.5-9B high 14.52 0.12 [0.07,0.17] 0.17 [0.07, 0.27] 0.43 0.000
Qwen3.5-27B high 16.18 0.13 [0.06, 0.22] 0.18 [0.09, 0.29] 0.52 0.000
Qwen3.8-27B high 38.07 0.31 [0.20, 0.42] 0.44[0.28, 0.59] 0.62 0.004
GPT-5.6 Luna medium 16.70 0.16 [0.10, 0.24] 0.17 [0.08, 0.27] 0.57 0.000
GPT-5.6 Luna high 34.85 0.25[0.16, 0.35] 0.42[0.29, 0.55] 0.68 0.002
DeepSeek V4.1 Flash low 37.11 0.39[0.29, 0.49] 0.36 [0.23, 0.48] 0.78 0.000
DeepSeek V4.1 Flash high 44.90 0.38 [0.26, 0.50] 0.50 [0.34, 0.67] 0.75 0.006
Claude Fable 5.1 medium 71.90 0.59[0.48, 0.69] 0.82[0.65, 0.99] 0.86 0.012
Claude Fable 5.1 high 43.73 0.54 [0.40, 0.68] 0.36 [0.20, 0.51] 0.52 0.003
Claude Opus 5.5 medium 66.70 0.58 [0.47,0.68] 0.74 [0.57, 0.93] 0.88 0.006
Claude Opus 5.5 high 69.81 0.57 [0.46, 0.69] 0.79 [0.61, 1.01] 0.83 0.009
GPT-6 Astra medium 75.34 0.66 [0.58, 0.73] 0.83 [0.71, 0.95] 0.99 0.006
GPT-6 Astra high 91.90 0.76 [0.69, 0.83] 1.04 [0.89, 1.22] 1.00 0.016
GPT-6 Astra high + tools 143.16 0.998 [0.995, 1.000] 1.76 [1.43,2.30] 1.00 0.063
GPT-5.6 Luna high + tools 119.35 0.961 [0.931, 0.987] 1.37[1.09, 1.68] 0.96 0.047
Claude Opus 5.5 high + tools 180.06 0.985 [0.965, 0.998] 2.43[1.52, 4.10] 1.00 0.075

Table 2: Results on 69 instances. The final three rows use code and web access (Section 3.5). Overall
score is uncapped. Brackets show 95% confidence intervals. Validity uses all 69 responses; gap
closed uses 64 instances with proven bounds (Section 4.2).

200 A
Claude Opus 5.5
O high + tools”
160
<> GPT-6 Astra
high + tools
[0)
5 GPT-5.6 Luna
g 1207 O high + tools Claude Fable 5.1
n i .
— GPT-6 Astra medium Reference parity
© € high
g 80 A . GPT-6 Astra —
medium Claude Opus 5.5
o ° CIauQe Opus 5.5 ®e high DeepSeek V4.1 Flash
medium DeepSeek V4.1 Flash h'ghC| de Fable 5.1
+ aude Fable 5.
40 A Eiglr']-;.ﬁ Luna |C_1|_W L high )
GPT-5.6 Luna Qwen3.5-27B Qwen3.8-27B
medium” A Qwen3.5-9B
0 Qwen3.5-4B
0 1 2 3 4 5 6 7

Reported output tokens (millions)

Figure 3: Overall score and output tokens for 69 instances, including reasoning and all model turns.
For models marked with an asterisk, some output-token counts are unavailable, so the plotted totals
are lower bounds. All Qwen models use high effort; tokenisation varies by model.

medium effort and 69.81 at high effort, with 61 and 57 valid answers, respectively. Figure 3 relates
overall scores to output tokens: Astra medium outscores Fable 5.1 medium with fewer tokens, while
Qwen3.8-27B uses the most reported output tokens but scores below both.

Code and web access. GPT-6 Astra at high effort produces valid constructions on all 69 instances
without tools. With code and web access, it improves their average quality, raising its overall score
from 91.90 to 143.16 while maintaining 100% validity. GPT-5.6 Luna’s score at high effort rises from
34.85 to 119.35 as its valid answers increase from 47 to 66. On the 45 instances with valid answers
in both tracks, its mean relative quality also rises from 0.50 to 1.32. Luna therefore improves both its



ability to produce valid answers and the quality of those answers. Claude Opus 5.5 rises from 69.81
to 180.06, with validity increasing from 57 to 69 instances.

On the 30 instances with published frontiers, tool-assisted Astra, Luna and Opus 5.5 match 29, 23
and 23 references, respectively, without surpassing any. The evaluated models already match many
published frontiers in this group, but have yet to surpass one. On the 39 instances with construc-
tion baselines, Astra, Luna and Opus 5.5 improve on the construction baselines for 33, 25 and 33
instances (Appendix H). Opus 5.5 achieves the highest overall score, with its advantage concentrated
in Heilbronn and the length-64 trifference instance, while Astra achieves the highest mean relative
quality on published-frontier instances. These improvements already demonstrate scoring beyond 1;
future improvements over published frontiers would be measured in the same way.

5.2 QUALITY AS PROBLEM SIZE INCREASES

With tools at high effort, mean gap closed remains small: 6.3% for GPT-6 Astra, 4.7% for GPT-5.6
Luna and 7.5% for Claude Opus 5.5 across the 64 instances with proven bounds. Despite improve-
ments over some references, the models close only a small fraction of the logarithmic gap to the
proven bounds, leaving substantial room for further improvement under this metric.

If future models close a substantial fraction of these gaps and the existing instances become easy,
larger parameter settings can provide more demanding tasks under the same mathematical rules. The
name Endless Exam reflects these two routes for continued measurement: improving construction
quality within an instance and extending the task to larger dimensions, graph diameters or codeword
lengths as models advance.

To examine how current construction methods scale, we evaluate four configurations: DeepSeek
V4.1 Flash at low effort, and Qwen3.8-27B, GPT-6 Astra and GPT-5.6 Luna at high effort. Each
configuration is tested at four sizes in five benchmark families and an additional integer progression-
free task, with two independent responses per size and the same token budget. Size—quality curves
show whether construction quality keeps pace with the reference as the task grows. Figure 4 shows
three families; Appendix C gives all six tasks and an additional graph series with maximum degree
four.

Larger graph and spherical-code instances expose widening gaps to the reference constructions. For
graphs of maximum degree three, all four models have lower mean relative quality at diameter 10
than at diameter 4. At diameter 10, the means are 0.30 for Astra, 0.17 for Luna, 0.09 for Qwen3.8-
27B and 0.00 for DeepSeek V4.1 Flash. Astra, Luna and Qwen3.8-27B still return valid graphs at
this size, but their constructions fall well below the reference. All four models’ spherical-code scores
also fall between dimensions 10 and 16. On the larger instances, some models fail to produce valid
constructions, while others return valid constructions that fall further below the reference.

The gap to a proven bound can also widen while a model stays close to the reference. For cap
sets in six dimensions, 112 points meet both the reference and the proven upper bound. In twelve
dimensions, both Astra answers combine two such caps to obtain 12,544 points, reaching relative
quality 0.97 against the reference of 12,928 points. The proven upper bound is 50,571, so these
answers reach only 24.8% of that bound. The gap between the reference and the proven upper bound
also grows across the graph and Schur size series (Appendix C). These bounds need not be attainable;
their separation from known constructions marks an unresolved mathematical gap at larger sizes.

5.3 SENSITIVITY TO COMPUTATIONAL SEARCH BUDGET

The reference searches also let us examine how much construction quality improves with additional
computation. For these procedures, eight families are classified as search-resistant, with strong con-
structions based on products, lattices, digit sets or recursions, while five may benefit from direct
search. Across all eight search-resistant families, increasing the search budget from 10 to 600 sec-
onds improves the baseline by less than 10% on every measured instance, while Heilbronn benefits
more (Figure 13; Appendix E.5). Trifference is excluded because its baseline procedure selects and
combines existing codes without using the search-time budget.

These measurements describe the tested search algorithms. Tool-assisted models can use broader
methods, and discovery systems such as AlphaEvolve can develop new algorithms (Georgiev et al.,
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2025). As stronger methods narrow the gap to mathematical bounds, future benchmark versions can
add larger instances. Each released version retains its original instances and references so that scores
remain comparable.

6 LIMITATIONS

Within the available evaluation budget, we test selected models and reasoning-effort levels, using one
evaluation per instance and configuration in the main comparison. Repeated evaluations would quan-
tify run-to-run variability, which the instance-bootstrap intervals do not measure. Answer formats
and verification budgets also limit the constructions that can be evaluated (Appendix D.5); future
benchmark versions can extend certificate formats alongside instance sizes, while preserving earlier
releases for comparison.

7 CONCLUSION

The Endless Exam measures mathematical progress before and beyond published frontiers by com-
bining uncapped scores with parameterised families and compact certificates. At high effort, tools
raise the scores of GPT-6 Astra, GPT-5.6 Luna and Claude Opus 5.5 to 143.16, 119.35 and 180.06,
with gains beyond construction baselines while none of the 30 published-frontier references is sur-
passed. Historical Schur constructions show how scores distinguish subsequent breakthroughs, and
size—quality curves extend the comparison to larger tasks, providing ways to continue measurement
toward superintelligence.
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APPENDIX

Reading guide
A Task catalogue Fourteen families, examples and parameters controlling prob- 14
lem size

B Representative constructions  Four examples from object to score 22
C Detailed results Model comparisons, size—quality curves and sensitivity 26
D Verification Compact formats and algebraic certificates 40
E References and bounds Literature sources, construction baselines and the LABS target 42
F Instance parameters Main and smaller-instance parameter settings 46
G Evaluation settings Model settings and an example prompt 49
H Code and web access Tool-assisted results and token usage 51

A TASK CATALOGUE

Each family page gives the objective, a checked small example, parameters controlling problem size
and one evaluated instance with its reference values. Small diagrams illustrate the mathematical
property. In the tables, the baseline is the better of an implemented mathematical construction and
the ten-second search result. It can be weaker than a published frontier, which remains the scoring
reference. The final column gives this baseline’s relative quality, rather than a model score. Gap
closed uses the scoring reference as its starting point, as defined in Section 4.2.

family construction objective class reference; bound or
target

cap set S C IF¢; no three collinear points (cap |S| R published; proven
set) bound

spherical codes  vectors with exact coordinates; count R mixed; proven bound
pairwise angle > 6; 60° or variable

matrix bilinear scheme for (n x m) by rank r (min) S published; proven

multiplication (m X p) matrices; computes the bound
product exactly

degree—diameter graph with max degree d; diameter vertices S published; proven
<k bound

covering k-subsets (blocks) of [v]; every blocks (min) S published; proven
t-subset lies in a block bound

Schur k-colouring of {1..N }; no N R published; proven
monochromatic z, y, x+y bound

F; AP-free S CFy,q € {5,7}; no 3-term |S| R mixed; proven bound
progression

MOLS Latin squares of order n, n not a number of R published; proven
prime power; pairwise orthogonal squares bound

LABS +1 sequence of length IV; merit factor S construction;
well-formed sequence conjectured target

Heilbronn n points in a square or triangle; min triangle S construction; trivial
distinct points in the domain area bound

corners S C [n]2; no corner |S| R construction; trivial

bound

linear-equation- .S C {1..n}; no non-trivial solution of |S| R construction; trivial

free the specified linear equation bound

Shannon codein {0,...,q — 1}% every pair  |C| R construction; proven
separates on the cycle bound

trifference ternary code of length n; every triple  |C/| U construction; proven
has at least m coordinates with three bound

distinct symbols

Table 3: The fourteen families. R denotes search-resistant, S families that can benefit from search
and U unclassified search sensitivity. These labels concern the reference search procedures studied
here. Spherical codes and Heilbronn each contain two variants. Reference types may depend on the
parameters.
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A.1 Cap sets

A large set must avoid every three-point arithmetic progression. (Edel, 2004; Karapetyan & Kara-
petyan, 2023)

e o Maximise | S| for S C F¢ containing no three distinct points , y, z with
z+y+z=0.
o o

d = 2: four points
Parameters and scaling. Increasing d enlarges the ambient space to 3¢ points. Products lift finite

caps to higher dimensions.

Evaluated example: d = 10.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
2240 1140 2432 5619 0.921

Reference: published frontier; proven bound.

A.2  Corner-free sets
A dense grid set must avoid a prescribed three-point pattern. (Behrend, 1946)

®
o0
o0 Maximise |S| for S C {0,...,n — 1}? containing no triple (z, ), (z +
o0 t,y), (z,y + t) with ¢ # 0, including negative ¢.

n = 5: nine points

Parameters and scaling. Increasing n enlarges the grid. Progression-free difference sets supply
constructions at many sizes.

Evaluated example: n = 138.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
3120 2504 3120 19044 1.000

Reference: construction baseline; trivial bound.
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A.3 Schur colourings

No solution to = + y = z may lie entirely within one colour class. (Rowley, 2021; Bengone et al.,
2026)

1121314 Maximise N such that {1, ..., N} can be coloured with k colours with-
out a monochromatic solution of = 4+ y = z. Solutions with z = y are

also forbidden.

k=2 N=4
Parameters and scaling. Increasing the number of colours k gives new extremal targets. Recursive
templates extend smaller colourings.

Evaluated example: k = 7.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
1093 1093 1696 13699 0.644

Reference: published frontier; proven bound.

A.4 Progression-free sets over finite fields

The ambient field changes which additive patterns a set must avoid. (Edel, 2026; Ellenberg & Gi-
jswijt, 2017)

Maximise |S| for S C [ containing no three distinct points satisfying
o0 T+ z=2y.
[ N
q=5 n=2
Parameters and scaling. Varying g or n changes the task. Products and algebraic constructions give
candidates across dimensions.

Evaluated example: ¢ = 5, n = 6.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
360 360 649 7497 0.555

Reference: published frontier; proven bound.
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A.5 Spherical codes

Directions must remain separated while as many vectors as possible are packed. (Zinoviev & Ericson,
1999; Ganzhinov, 2025; Cohn & Elkies, 2003)

Fixed angle. Maximise the number of nonzero vectors whose pairwise

angles are at least 60°. After normalisation these give a kissing config-

T uration. Coordinates are integers in [—1000, 1000]; at d = 13, we also
-— allow a + by/3 with integer |a/, [b| < 1000.

1 Variable angle. Maximise the number of nonzero vectors in Z¢ sat-

isfying u - v < c¢||u]|||v|| for every distinct pair. Coordinates lie in

[—1000, 1000], and the prescribed rational value ¢ = cos 6 is checked
d = 2: four directions exactly.

Parameters and scaling. Dimension d and the angle threshold control the packing problem. Lat-
tices, orbits and signed supports supply constructions.

Evaluated example: d = 14.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
1932 876 1932 3174 1.000

Reference: published frontier; proven bound.

Evaluated example: d = 12, ¢ = 24/100.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
28 24 28 1431 1.000

Reference: construction baseline; proven bound.

A.6 Low-autocorrelation binary sequences
A binary sequence should have low autocorrelation at nonzero shifts. (Packebusch & Mertens, 2016)

0

Choose s € {—1,1}" to maximise the merit factor N2 /(2 fc\:ll C3),

_ N—k . Lo .
! where C}, = Zi:l SiS;i+k is the aperiodic autocorrelation.

1 3 6
shift

N = 7: autocorrelation
Parameters and scaling. Increasing N tests whether a construction retains a high merit factor at
longer lengths.

Evaluated example: N = 280.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
5.57769 4.4708 5.57769 12.32 1.000

Reference: construction baseline; conjectured target.
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A.7 Heilbronn triangles

Place the points so that the smallest triangle area is as large as possible. (definitions and references

in Appendix E)
o ° - o 2 o
Square. Place n distinct points in [0, 1]* to maximise the smallest area
of a triangle determined by three points. Coordinates are multiples of
1074
Triangle. Place n distinct integer-grid points in a specified triangle T’
® ® to maximise the smallest triangle area, divided by the area of 7.

n = 4: minimum area 1/2

Parameters and scaling. Increasing n introduces more triangle constraints. The square and trian-

gular domains are evaluated separately.

Evaluated example: n = 46.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
0.00047375 0.00047375 0.00047375 0.0227273 1.000

Reference: construction baseline; trivial bound.

Evaluated example: n = 32, triangular domain (Table 21).

Baseline 10 s search Reference Bound or target Baseline's relative
quality
0.0014885 0.0014885 0.0014885 0.0333333 1.000

Reference: construction baseline; trivial bound.

A.8 Degree—diameter graphs
A sparse graph must keep all vertices close to one another. (Miller & Sirati, 2013; Comellas, 2026)

Maximise the number of vertices of a simple connected undirected

graph with maximum degree at most d and diameter at most k.

d=2, k=2, N=5

Parameters and scaling. Varying degree d and diameter k generates new graph problems. Larger

diameters test the growth of a construction.

Evaluated example: d = 4, k = 5.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
61 61 364 485 0.168

Reference: published frontier; proven bound.
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A.9 Linear-equation-free sets
A large integer set must avoid a specified linear relation. (Behrend, 1946; Ruzsa, 1993)

-0
N O

— = Maximise | S| for S C {1,...,n} such that ax + by = (a + b)z has no
4 8 solution in S except x = y = z.

a=b=1,n=9

Parameters and scaling. The coefficients a, b select the relation; n sets the interval size. Digit
constructions can extend to larger intervals.

Evaluated example: a = 3, b =4, n = 19044.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
630 630 630 19044 1.000

Reference: construction baseline; trivial bound.

A.10 Covering designs
A small collection of blocks must cover every required subset. (Gordon et al., 1995; Gordon, 2026)

B1

B2 Minimise the number of k-element blocks drawn from a v-element set

B3 such that every t-element subset is contained in at least one block.

12 13 14 23 24 34

Three blocks cover six pairs

Parameters and scaling. The parameters (v, k,t) control the universe, block size and subsets to
cover. Larger settings test covering efficiency.

Evaluated example: v =18, k=7, t = 4.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
179 179 126 111 0.704

Reference: published frontier; proven bound.
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A.11 Matrix multiplication

A bilinear construction reduces the number of scalar multiplications. (Strassen, 1969; Fawzi et al.,
2022)

2 2><2E<2

7>< products Minimise the number 7 of scalar multiplications in a bilinear algorithm
for A € R"*™ and B € R™*P. The identity AB = 3", (u; - A)(v; -
B)W; must hold for all inputs, with each dot product taken over matrix
entries. Coeficients are integers in [—4, 4].

Strassen: seven products
Parameters and scaling. Changing the matrix dimensions (n,m,p) defines new multiplication

problems. Block composition extends schemes to larger products.

Evaluated example: n =4, m =4, p = 5.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
72 72 61 20 0.847

Reference: published frontier; proven bound.

A.12 Mutually orthogonal Latin squares

When any two squares are superimposed, every ordered pair of symbols must occur exactly once.
(Miller et al., 2024; Abel, 2015)

012 o 1
Bl o 5 5 Find as many mutually orthogonal Latin squares of order n as possible.

Each symbol appears once in every row and column; superimposing
2 01 2 10

any two squares must give all n? ordered symbol pairs exactly once.

Two squares of order three
Parameters and scaling. Changing the order n changes the design problem. Algebraic constructions
and combinations of smaller designs supply candidates.

Evaluated example: n = 14.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
4 1 4 12 1.000

Reference: published frontier; proven bound.
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A.13 Shannon codes

In the cycle model, adjacent symbols can be confused; every pair of codewords must have a coordinate
that distinguishes them. (Lovasz, 1979; Polak & Schrijver, 2019)

o
Maximise the size of a code C' C Zg such that every two distinct words

differ by cyclic distance at least two in some coordinate. Equivalently,
o C'is an independent set in the d-fold strong power of the cycle C\,.
®

C2: five codewords

Parameters and scaling. The cycle size ¢ and codeword length d define the task. Finite factors give
short certificates for very large products.

Evaluated example: ¢ = 7, d = 24.

Baseline 10 s search Reference Bound or target Baseline's relative
quality

1.9411 x 10*2 1.9411 x 10*2 1.9411 x 10*2 3.16219 x 10*2 1.000

Reference: construction baseline; proven bound.

A.14 Trifference codes

Every triple of distinct codewords must display all three symbols in at least m coordinates. (Bishnoi
et al., 2024; 2025)

0 O
1 1 Maximise the size of a ternary code C' C {0, 1, 2}" such that, for every

three distinct words, at least m coordinates contain all three symbols.

n = 2, m = 2: three words
Parameters and scaling. Length n and separation multiplicity m define the task. Linear and con-
catenated codes admit compact certificates.

Evaluated example: n = 64, m = 1.

Baseline 10 s search Reference Bound or target Baseline's relative
quality
19683 19683 19683 3.72281 x 10 1.000

Reference: construction baseline; proven bound.
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B REPRESENTATIVE CONSTRUCTIONS

B.1 CAP SETS: A SMALL INGREDIENT AT TWICE THE DIMENSION

Model: GPT-6 Astra, high effort, tool-free. Instance: d = 12, problem-size experiment.
Task

Construct a subset of F4? with no three distinct points summing to zero. The objective is the
number of points. The published frontier contains 12,928 points.

First cap Second cap Product

112 points 112 points 12,544 points

6 dimensions + 6 dimensions = 12 dimensions

Construction and verification

The answer takes the Cartesian product of two copies of a 112-point cap C' C F$:
S=CxC, |S| = 1122 = 12544.

Each finite factor is checked for forbidden triples. In characteristic three, a zero-sum triple in a
cap has all three entries equal: three distinct entries are forbidden, and two equal entries force
the third to be equal. Applying this fact in each factor shows that any zero-sum triple in C' x C
consists of one repeated point.

Both answers at this problem size use this product. The construction makes the dependence on
dimension explicit: repeating a factor adds dimensions and multiplies cardinalities.

Measured quality
Model construction Published frontier Relative quality
12,544 points 12,928 points 12544/12928 = 0.970

The product describes a large, valid cap set close to the published frontier using only its smaller
factors. The size—quality curves in Appendix C.4 compare how this construction and graph con-
structions behave as their parameters grow.
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B.2 SHANNON CODES: BETTER FACTORS PRODUCE A LARGER CODE
Model: Qwen3.8-27B, high effort, tool-free. Instance: length 24 over seven symbols (C24).
Task

Construct codewords of length 24 over Z;. Every pair must differ by cyclic distance at least
two in some coordinate. The objective is the number of codewords.

Four length-5 factors Two length-2 factors Product

343* codewords 102 codewords 343%10? codewords

Codeword length: 4 x 5 + 2 x 2 = 24, each factor is checked separately

Construction and verification

The submitted factors contain 343 words of length five and ten words of length two. Their
multiplicities are four and two:

4.54+2-2=24, M = 343*10% = 1,384,128,720,100.

The evaluator verifies the finite factors and computes the exact product size. Concatenating
words from valid Shannon-code factors preserves the separation condition (Polak & Schrijver,
2019; Tandon, 2026): two distinct product words differ in at least one factor, which supplies
the coordinate required for separation.

GPT-6 Astra at medium effort and DeepSeek V4.1 Flash at low effort instead return 10'2 code-
words on this instance. Qwen3.8-27B’s choice of factors produces a larger valid code at the
same length.

Measured quality

Construction baseline: 1,941,100,559,147 words.
Qwen3.8-27B relative quality: 0.713.
Size advantage over the two 10'2-word answers: 38.4%.

The comparison measures the quality of the finite ingredients and their composition. Even for codes
with more than a trillion words, verification gives their exact sizes and makes the improvement mea-
surable.
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B.3 TRIFFERENCE: TEN ROWS DESCRIBE 59,049 CODEWORDS

Model: GPT-6 Astra, high effort, tool-free. Instance: n = 64, m = 1.

Generator row

Task

Construct a ternary code in which every three distinct words have at least one coordinate con-
taining all three symbols. The construction baseline has 19,683 words.

The submitted 10 x 64 generator matrix

Coordinate
0 m 1 m 2

Construction and verification
The answer is a 10 x 64 ternary generator matrix G. Its rows span a linear code
C={uG:ucF},  rank(Q) = 10, |C| = 3% = 59049.

The coloured matrix above is the submitted generator: grey, black and gold denote 0, 1 and
2. The hyperplane test in Appendix D.4 checks the separation condition without listing every
triple of codewords. Both verifiers accepted the construction.

Measured quality
Model construction Construction baseline Relative quality
59,049 words 19,683 words 59049/19683 = 3

A short certificate describes a code three times as large as the construction baseline, giving relative
quality 3. The other three evaluated lengths test whether that quality extends further.
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B.4 SCHUR COLOURINGS: SUCCESSIVE ADVANCES ON ONE SCALE
Source: published constructions. Instance: eight colours.
Task

Colour {1, ..., N} with eight colours so that no colour class contains a solution of z +y = z,
including x = y. Larger N gives a stronger construction.
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Published constructions

Recursive extension of the 1,680-element seven-colour construction reported by Fredricksen &
Sweet (2000) gives the historical reference

No =3-1680+ 1 = 5041.

The template in Rowley (2021) gives 33 - 160 + 6 = 5286. Shifted templates give 10 - 536 +
2 = 5362 (Bengone et al., 2026). We compare the published constructions against the same
historical reference Nj.

Measured progress

Published construction N N/5041 1{N > 5041}
Recursive extension (Fredricksen & Sweet, 2000) 5,041 1.000 0
Rowley template (Rowley, 2021) 5,286 1.049 1
Shifted template (Bengone et al., 2026) 5,362 1.064 1

Table 4: Selected published Schur constructions with eight colours, scored against the historical
reference Ny = 5041. The last column records whether the construction exceeds this reference.
Citations identify the accounts used for each construction.

Both advances count as one binary success, while relative quality preserves their different magni-
tudes. The current benchmark uses 5,362 as the eight-colour reference and extends the challenge by
increasing the number of colours under the same construction rule.
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C DETAILED EXPERIMENTAL RESULTS

C.1 QUALITY ACROSS THE TOOL-FREE MODEL COMPARISON

Although every tool-free configuration has a zero breakthrough rate on the 30 published-frontier
instances, their mean relative quality spans 0.07-0.76. The two panels place this comparison
alongside quality on the 39 construction-baseline instances; Appendix H extends the evaluation
to tool-assisted responses.

Published frontiers Construction baselines
30 instances 39 instances
Qwen3.5-4B high P : S :
Qwen3.5-9B high 4 B ] 1 —— ]
Qwen3.5-278 high - 4 : 1 :
Qwen3.8-27B high - —— 1 . —— 1
GPT-5.6 Luna medium - | . |
GPT-5.6 Luna high 1 +—e— : . —e— :
DeepSeek V4.1 Flash low o —— | . ——i |
DeepSeek V4.1 Flash high —— : s —p—i :
Claude Fable 5.1 medium - = | . —e—
Claude Fable 5.1 high A —e— : s —C— :
Claude Opus 5.5 medium A —e— 1 A —e— |
Claude Opus 5.5 high A —e— : A
GPT-6 Astra medium - - ] . —— |
GPT-6 Astra high - : . |—=0—|
0.00 0.25 0.50 0.75 1.00 1.25 0.00 0.25 0.50 0.75 1.00 1.25
Mean relative quality (95% CI) Mean relative quality (95% CI)

Figure 5: Fourteen-family construction quality for all fourteen tool-free configurations. Whiskers
show 95% confidence intervals obtained by resampling instances within each reference group: 30
with published frontiers and 39 with construction baselines.

The overall score in Table 2 combines all 69 instances using the definition in Section 4.
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C.2 PERFORMANCE ACROSS PARAMETER RANGES

The non-code experiments use three parameter ranges: Al contains small familiar instances, A2
uses larger settings, and A3 supplies the main evaluation. Family coverage varies across these
groups. Appendix C.4 instead varies size within each family, allowing construction quality to
be followed as the task grows.
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Al A2 A3
Parameter range

—a#— DeepSeek V4.1 Flash low [3/8/12] —e— Claude Fable 5.1 medium [-/7/12]
—&-: DeepSeek V4.1 Flash high [3/-/12] —#— GPT-6 Astra medium [-/7/12]
—B- Qwen3.8-27B high [3/8/12] —&-: GPT-6 Astra high [-/7/12]

—#— Claude Opus 5 medium [-/7/10]

Figure 6: Performance across parameter ranges. Legend brackets give the numbers of evaluated
families in A1, A2 and A3, respectively; a dash denotes an unmeasured group. The family sets differ
across groups. Claude Opus 5 is an earlier checkpoint included in these auxiliary comparisons.
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C.3 MODEL SIZE AND REASONING EFFORT

Qwen3.5’s mean quality and validity increase across the three checkpoint sizes. The GPT-6
Astra experiment extends the reasoning-effort comparison to xhigh on shared smaller instances.

On the main 69 instances, Astra medium and high return 68 and 69 valid constructions. To include
xhigh effort, we also compare Astra on 25 shared smaller instances. Its mean relative quality is 0.87
at medium, 1.01 at high and 1.06 at xhigh.

Construction quality Valid responses
0.30 4 1.0 -
>
£
g 0.25 A - 0.8 A
o e
o 0.20 4 B 06
2 ©
""D‘ 0.15 A [ty ./_‘_/‘
o T 0.4+
= . ©
c 0.10 s ]
2 0.05 |
T T T 0.0 = T T
4B 9B 27B 4B 9B 27B
Qwen3.5 parameter count Qwen3.5 parameter count

—&§— Published frontiers == Construction baselines

Figure 7: Model-size comparison within Qwen3.5: 4B, 9B and 27B at high effort on the 69 instances.
Left: mean relative quality with bootstrap CIs. Right: valid-response fraction. Model size varies
while the problems remain fixed.

1.25 q
__.? 1.01 1.06
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©
@ 0.50 A
S 0.25 -
9]
= 0.00
medium high xhigh

Reasoning effort

——— GPT-6 Astra (n = 25)

Figure 8: Mean relative quality for GPT-6 Astra at medium, high and xhigh effort on the same 25
smaller instances (A2). Multiple responses are averaged within each instance. All responses are valid
at each effort level.
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C4 SIZE—QUALITY CURVES: CAP SETS, SPHERICAL CODES AND GRAPHS

Cap-set products allow GPT-6 Astra to retain quality at larger dimensions. Its graphs with
maximum degree three remain valid while falling behind the reference as diameter increases.
The lower panels apply the displayed transformations to construction sizes, showing how the
model answers and references scale.

Cap sets Spherical codes (60°) Max. degree 3 graphs

Transformed size Relative quality

_‘.-" 0.8 4
. L ST _-_*;q.——“"""
o !-—;E-Es'&'! 06 -
6 8 10 12
x Dimension d x Dimension d Diameter k x
=B Qwen3.8-27B high —&-: GPT-6 Astra high =-= Baseline
—@-- GPT-5.6 Luna high — — Reference %X No valid construction
—&#— DeepSeek V4.1 Flash low ==--: Proven bound

Figure 9: Size—quality curves for cap sets, spherical codes and degree—diameter graphs. Upper panels
average two independent responses per size, including zero scores; whiskers show their range and
hollow markers indicate at least one invalid response. Lower panels use valid responses only; crosses
below the axes mark sizes with no valid construction, using the model’s colour. Transformations and
line conventions follow Figure 4.
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C>5 SIZE—QUALITY CURVES: COLOURINGS, COVERINGS AND INTEGER SETS

These curves vary the number of Schur colours, the size of the set covered by a design, and
the integer interval from which a progression-free subset is chosen. The integer task supple-
ments the five benchmark families in this experiment. The lower panels show the transformed
construction sizes specified above each panel.

Schur colourings Covering C(v, 6, 3) Integer AP-free sets

Relative quality

0]

N

n

s 4

4]

£ 3

S == 1.6

Z

£’ r

5 6 7 8 12 16 24 30 300 2,000 8,000 32,000
Number of colours k Set size v Interval size n

—& - Qwen3.8-27B high —&- - GPT-6 Astra high ====: Proven bound
—-- GPT-5.6 Luna high — — Reference —-— Baseline

—&#— DeepSeek V4.1 Flash low

Figure 10: Size—quality curves for Schur colourings, covering designs and integer progression-free
sets. Each size has two independent responses per configuration. Upper panels include zero scores;
lower panels use valid answers. For Schur, IV is the largest coloured integer and k the number of
colours. For coverings, B blocks of size k cover every t-subset of a v-element set. For integer sets,
|S| elements are selected from {1,...,n}. Whiskers show the range of the responses included in
each panel.
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C.6 A CHANGING REFERENCE: GRAPHS WITH MAXIMUM DEGREE FOUR

GPT-6 Astra’s relative quality is 0.53 at diameter 5, 0.98 at diameter 6 and 0.15 at diameter 7.
Between diameters 5 and 7, its graph size changes from 192 to 195 vertices, while the reference
grows more quickly.

Max. degree 4 graphs

=
o
|

o
]
L

Relative quality

o©
=)

3.0 A

2.4 A

Transformed size

Diameter k

—&#— DeepSeek V4.1 Flash low — — Reference —-— Baseline
—&-: GPT-6 Astra high ~ ==su: Proven bound

Figure 11: Graphs with maximum degree four at diameters 4—7. The lower panel plots N/, where
N is the number of vertices and & the allowed diameter. Each point represents one response from
GPT-6 Astra at high effort or DeepSeek V4.1 Flash at low effort.
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C.7 PROBLEM-SIZE EXPERIMENTS: INSTANCES AND REFERENCES

Table 5: Problem-size experiments: instances and references. An asterisk marks
a construction baseline.

Family Parameters Reference  Baseline
cap set d=6 112 112
cap set d=8 512 512
cap set d=10 2432 2240
cap set d=12 12928 12544
spherical codes (60°) d=8 240 240
spherical codes (60°) d=10 510 510
spherical codes (60°) d=13 1154 1154
spherical codes (60°) d=16 4320 4320
max. degree 3 graphs d=3, k=4 38 16
max. degree 3 graphs d=3, k=6 132 24
max. degree 3 graphs d=3, k=8 360 46
max. degree 3 graphs d=3, k=10 1250 94
Schur k=5 160 121
Schur k=6 536 364
Schur k=7 1696 1093
Schur k=8 5362 3280
covering v=12, k=6, t=3 15 16
covering v=16, k=6, t=3 38 48
covering v=24, k=6, t=3 116 181
covering v=30, k=6, t=3 225 366
max. degree 4 graphs d=4, k=4 104 41
max. degree 4 graphs d=4, k=5 364 61
max. degree 4 graphs d=4, k=6 745 83
max. degree 4 graphs d=4, k=7 1320 113
integer AP-free sets k=3, n=300 52% 52
integer AP-free sets k=3, n=2000 165* 165
integer AP-free sets k=3, n=8000 384* 384
integer AP-free sets k=3, n=32000 1024* 1024

32



C.8 PROBLEM-SIZE EXPERIMENTS: RELATIVE QUALITY

Table 6: Mean relative quality at each problem size. Parentheses give valid re-
sponses out of the total; means include zero scores.

Qwen3.8-27B GPT-5.6 Luna DeepSeek V4.1 GPT-6 Astra

Family Size high high Flash low high

cap set d=6 0.00 (0/2) 0.36 (1/2) 0.65(2/2)  1.00 (2/2)
cap set d=38 0.32 (1/2) 0.78 (2/2) 0.57 (212) 091 (2/2)
cap set d=10 0.63 (2/2) 0.63 (2/2) 0.60 (2/2)  0.88 (2/2)
cap set d=12 0.31 (1/2) 0.51 (2/2) 041 (2/2) 0.97 (2/2)
spherical codes (60°) d=38 1.00 (2/2) 0.00 (0/2) 1.00 (2/2)  1.00 (2/2)
spherical codes (60°) d=10 0.30 (1/2) 0.67 (2/2) 0.82 (2/2) 0.98 (2/2)
spherical codes (60°) d=13 0.36 (1/2) 0.52 (2/2) 0.27 (212)  0.46 (1/2)
spherical codes (60°) d=16 0.26 (1/2) 0.11 (2/2) 0.26 (1/2)  0.53 (2/2)
max. degree 3 graphs k=4 0.32 (1/2) 0.39 (1/2) 0.32 (1/2)  0.89 (2/2)
max. degree 3 graphs k=6 0.18 (1/2) 0.20 (1/2) 0.17 (2/2)  0.95 (2/2)
max. degree 3 graphs k=38 0.11 (1/2) 0.20 (1/2) 0.28 (2/2)  0.66 (2/2)
max. degree 3 graphs k=10 0.09 (2/2) 0.17 (2/2) 0.00 (0/2)  0.30 (2/2)
Schur k=5 0.00 (0/2) 0.00 (0/2) 0.76 (2/12)  0.86 (2/2)
Schur k=6 0.34 (1/2) 0.00 (0/2) 0.18 (1/2)  0.75 (2/2)
Schur k=7 0.06 (1/2) 0.00 (0/2) 0.00 (0/2)  0.71 (2/2)
Schur k=38 0.00 (0/2) 0.02 (1/2) 0.00 (0/2)  0.74 (2/2)
covering v =12 0.00 (0/2) 0.72 (2/2) 0.00 (0/2)  1.00 (2/2)
covering v =16 0.30 (1/2) 0.70 (2/2) 0.30 (1/2)  0.86 (2/2)
covering v=24 0.53 (2/2) 0.26 (1/2) 0.26 (1/2)  0.94 (2/2)
covering v =230 0.20 (1/2) 0.00 (0/2) 0.25(172) 0.84 (2/2)
max. degree 4 graphs k=4 - - 0.77 (1/1)  0.84 (1/1)
max. degree 4 graphs k=5 - - 0.00 (0/1)  0.53 (1/1)
max. degree 4 graphs k=6 - - 0.07 (1/1) 098 (1/1)
max. degree 4 graphs k=17 - - 0.09 (1/1)  0.15 (1/1)
integer AP-free sets n = 300 0.46 (1/2) 0.46 (1/2) 0.45(1/2)  1.00 (2/2)
integer AP-free sets n = 2000 0.00 (0/2) 0.78 (2/2) 0.44 (1/2)  1.00 (2/2)
integer AP-free sets n = 8000 0.50 (1/2) 1.00 (2/2) 0.50 (1/2) 1.04 (2/2)
integer AP-free sets n = 32000 0.50 (1/2) 1.00 (2/2) 0.50 (1/2)  1.00 (2/2)
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C.9 CODE QUALITY ACROSS INCREASING LENGTHS

The same finite factors can generate large Shannon products, while trifference certificates rep-
resent codes far beyond an explicit list. Relative quality measures their quality at each length.
The lower panels express code size M as a per-coordinate growth base M/ for Shannon and
a ternary rate log; M /n for trifference, where d and n are codeword lengths.

Shannon C; Shannon Cq Trifference
2 sizes 2 sizes 4 sizes (m=1)

Relative quality
Relative quality
Relative quality

64 96 144 192
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=p-: Qwen3.5-9B high —#-: DeepSeek V4.1 Flash high —@— GPT-6 Astra medium
—A-+ Qwen3.5-27B high —o— Claude Fable 5.1 medium  —-: GPT-6 Astra high
—B-- Qwen3.8-27B high —@-- Claude Fable 5.1 high — — Reference
—®— GPT-5.6 Luna medium —#— Claude Opus 5.5 medium === Proven bound

—@-: GPT-5.6 Luna high

Figure 12: Code-family size—quality curves for all fourteen configurations. Top: relative quality,
including zero scores. Bottom: per-coordinate growth for Shannon and ternary rate for trifference,
using valid answers only; missing points break the curves. Dark dashed lines are references; dark
dotted lines are proven upper bounds. Shannon has two codeword lengths per cycle size; trifference
has four lengths at m = 1. Each point represents one response.
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C.10 CoODE-FAMILY RESULTS

Table 7 compares all fourteen tool-free configurations on four Shannon and four trifference instances.
Appendix B.2 gives the Shannon product construction and its verification.

Shannon Trifference
configuration relative quality valid relative quality valid words at n = 192
Qwen3.5-4B high 0.053 4/4 0.000 0/4 0
Qwen3.5-9B high 0.053  4/4 0.000 0/4 0
Qwen3.5-27B high 0297 4/4 0.019 2/4 0
Qwen3.8-27B high 0.504 3/4 0.501 3/4 4.30 x 107
GPT-5.6 Luna medium 0.044 3/4 0.000 0/4 0
GPT-5.6 Luna high 0.705 4/4 0.250 1/4 1.05 x 10*°
DeepSeek V4.1 Flash low 0.705  4/4 0.500 3/4 1.43 x 107
DeepSeek V4.1 Flash high 0.705 4/4 0.250 1/4 0
Claude Fable 5.1 medium 0.250 1/4 1.000 4/4 1.05 x 10*°
Claude Fable 5.1 high 0250 1/4 0.750  3/4 1.05 x 10°
Claude Opus 5.5 medium 0.705 4/4 1.500 4/4 1.05 x 10*°
Claude Opus 5.5 high 0.678 3/4 1.500 4/4 1.05 x 10*°
GPT-6 Astra medium 0.705  4/4 1.000 4/4 1.05 x 10'°
GPT-6 Astra high 0.774  4/4 1.500 4/4 1.05 x 10*°

Table 7: Tool-free code-family results on four instances per family, including zero scores. A ratio of
1 matches the construction baseline. The last column gives the trifference code size at length 192, or
zero for failure.

Without tools, GPT-6 Astra at high effort and Claude Opus 5.5 at medium and high effort each
produce 59,049 trifference codewords at length 64, three times the baseline. All three configurations
match the baselines at the other three lengths. Astra medium and Claude Fable 5.1 medium match the
baselines at all four lengths, certifying 32! codewords at length 192. GPT-5.6 Luna at medium effort
has no valid trifference answer, while Luna high matches the baseline only at length 192. Figure 12
shows how code size scales with length and compares the results with the references and proven
bounds.
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Tables 8 and 9 give the individual outcomes behind these averages.

Model / effort (7,24) (7,40) (9,48) (9,64)
Qwen3.5-4B high 0.145  0.037  0.023  0.007
Qwen3.5-9B high 0.145  0.037 0.023  0.007
Qwen3.5-27B high 0.145  0.037  1.000  0.007
Qwen3.8-27B high 0.713 0304 0.000"  1.000
GPT-5.6 Luna medium 0.145 0.0001 0.023 0.007
GPT-5.6 Luna high 0.515 0304 1.000  1.000
DeepSeek V4.1 Flash low 0.515 0304 1.000 1.000
DeepSeek V4.1 Flash high 0.515 0304 1.000  1.000
Claude Fable 5.1 medium 0.000"  0.000"  0.0007  1.000
Claude Fable 5.1 high 0.000"  0.000"  1.000 0.000"
Claude Opus 5.5 medium 0.515  0.304 1.000 1.000
Claude Opus 5.5 high 0.713  0.000F  1.000  1.000
GPT-6 Astra medium 0515 0304 1.000  1.000
GPT-6 Astra high 0515 0.582  1.000  1.000

Table 8: Shannon relative quality on the four evaluated instances. A dagger marks an invalid or

budget-exhausted response, scored zero.

Model / effort 64 96 144 192
Qwen3.5-4B high 0.000"  0.000"  0.000T  0.000f
Qwen3.5-9B high 0.000"  0.000" 0.000" 0.0007
Qwen3.5-27B high 0.037  0.037 0.000" 0.000"
Qwen3.8-27B high 1.000  1.000 0.0007  0.004
GPT-5.6 Luna medium 0.000"  0.000"  0.000T  0.000"
GPT-5.6 Luna high 0.000"  0.000"  0.000"  1.000
DeepSeek V4.1 Flash low 1.000  0.000"  1.000  0.001
DeepSeek V4.1 Flash high 0.0007  1.000 0.000" 0.000
Claude Fable 5.1 medium 1.000  1.000 1.000  1.000
Claude Fable 5.1 high 0.000f  1.000  1.000  1.000
Claude Opus 5.5 medium 3.000 1.000  1.000  1.000
Claude Opus 5.5 high 3.000 1.000 1.000 1.000
GPT-6 Astra medium 1.000  1.000  1.000  1.000
GPT-6 Astra high 3.000 1.000 1.000  1.000

Table 9: Trifference relative quality at separation multiplicity m = 1. A dagger marks an invalid or

budget-exhausted response, scored zero.

36



C.11 FAILURES AND ANSWER FORMATS

Zero-score responses arise from invalid mathematical constructions, malformed descriptions, or
empty and budget-exhausted answers, with the reason for each response recorded in the released
data. A format error can obscure a valid construction, as in DeepSeek V4.1 Flash’s length-96 triffer-
ence response at low effort, which supplies generator rows as integer arrays rather than the required
digit strings. Expressing those rows in the required format gives a valid 19,683-word code, although
the reported score uses the submitted representation.

C.12 SMALLER TRIFFERENCE INSTANCES

Four smaller trifference instances test the quality of finite codes that can serve as ingredi-
ents for larger constructions. Table 10 evaluates GPT-6 Astra at medium effort on (n,m) =
(30,1), (36,2), (42, 3), (56, 1), complementing the larger instances in the main evaluation.

Astra matches the construction baselines at lengths 30, 36 and 42 with valid 729-word codes, and
triples the reference at length 56 with a 6,561-word code. These finite constructions can be repre-
sented explicitly, while algebraic certificates (Appendix D.4) extend evaluation to larger codes whose
words cannot all be listed within a response.

Relative
Length n Separation m Reference Model quality Valid

30 1 729 729  1.000 yes
36 2 729 729  1.000 yes
42 3 729 729  1.000 yes
56 1 2187 6561  3.000 yes

Table 10: GPT-6 Astra at medium effort on four smaller trifference instances. Code sizes are com-
pared with construction baselines.
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C.13 CrLaAubpE OPUS 5 ON SHARED INSTANCES

We also report an auxiliary comparison with the earlier Claude Opus 5 checkpoint at medium effort
on 45 shared instances.

Mean relative quality

Overall Published Construction Valid

configuration score frontiers (15) baselines (30) fraction
Claude Opus 5 medium 52.41 0.48 0.55 0.87
Qwen3.5-4B high 7.69 0.08 0.07 0.38
Qwen3.5-9B high 16.96 0.14 0.18 0.47
Qwen3.5-27B high 17.07 0.17 0.17 0.53
Qwen3.8-27B high 40.98 0.37 0.43 0.64
GPT-5.6 Luna medium 20.36 0.18 0.21 0.64
GPT-5.6 Luna high 32.77 0.23 0.37 0.71
DeepSeek V4.1 Flash low  34.30 0.43 0.30 0.80
DeepSeek V4.1 Flash high  45.40 0.34 0.51 0.78
Claude Fable 5.1 medium  75.64 0.54 0.86 0.87
Claude Fable 5.1 high 36.89 0.54 0.29 0.44
Claude Opus 5.5 medium  60.16 0.58 0.61 0.87
Claude Opus 5.5 high 71.38 0.72 0.71 0.87
GPT-6 Astra medium 74.57 0.60 0.82  0.98
GPT-6 Astra high 91.48 0.74 1.00 1.00

Table 11: Comparison with Claude Opus 5 at medium effort on 45 shared instances: 15 with pub-
lished frontiers and 30 with construction baselines. The overall score is 100 times the mean relative
quality over this subset.

C.14 SENSITIVITY TO FAMILY SELECTION

We examine the effect of including Kakeya as a scored family in Table 12. This comparison uses the
twelve non-code families, with and without Kakeya, on identical model responses. Spherical-code
variants share one family label, as do the two Heilbronn domains; each distinct task and parameter
setting retains equal weight. Kakeya affects only the mean relative quality on instances with con-
struction baselines and the mean gap closed, leaving the published-frontier results unchanged.

Relative quality Relative quality Gap closed Gap closed

configuration +K -K +K -K

Qwen3.5-4B high 0.088 0.096 0.000 0.000
Qwen3.5-9B high 0.191 0.202 0.000 0.000
Qwen3.5-27B high 0.184 0.192 0.000 0.000
Qwen3.8-27B high 0.425 0.418 0.005 0.004
GPT-5.6 Luna medium 0.203 0.207 0.000 0.000
GPT-5.6 Luna high 0.419 0.408 0.002 0.002
DeepSeek V4.1 Flash low 0.283 0.292 0.000 0.000
DeepSeek V4.1 Flash high 0.470 0.510 0.006 0.007
Claude Fable 5.1 medium 0.880 0.868 0.013 0.014
GPT-6 Astra medium 0.838 0.822 0.006 0.007
GPT-6 Astra high 1.015 1.014 0.017 0.017

Table 12: Effect of including Kakeya in the aggregate for the eleven configurations with control
results. + K includes Kakeya and — K excludes it. Relative quality is averaged over instances with
construction baselines; both settings use the same responses from the twelve non-code families and
equal instance weights. Published-frontier scores are identical in the two cases.
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C.15 GAP CLOSED AND PROGRESS TOWARD THE LABS TARGET

Gap closed starts at the same reference as relative quality and measures logarithmic progress toward
aproven bound. Table 13 separates the two reference groups. The combined value gives each eligible
instance equal weight, so the groups contribute in proportion to their 30 and 34 instances. Invalid
answers and valid answers that do not exceed the reference contribute zero.

The five LABS instances instead use the conjectured merit-factor target of 12.32. We compute
progress from each construction baseline toward this target using the same logarithmic formula, and
report it separately. These five values do not enter the proven-bound mean in Table 2.

Gap closed to proven bounds LABS target
Configuration All 64 Published 30 Construction 34 5 instances
Qwen3.5-4B high 0.000 0.000 0.000 0.000
Qwen3.5-9B high 0.000 0.000 0.000 0.000
Qwen3.5-27B high 0.000 0.000 0.000 0.000
Qwen3.8-27B high 0.004 0.000 0.007 0.000
GPT-5.6 Luna medium 0.000 0.000 0.000 0.000
GPT-5.6 Luna high 0.002 0.000 0.004 0.000
DeepSeek V4.1 Flash low 0.000 0.000 0.000 0.000
DeepSeek V4.1 Flash high 0.006 0.000 0.011 0.000
Claude Fable 5.1 medium 0.012 0.000 0.023 0.000
Claude Fable 5.1 high 0.003 0.000 0.006 0.000
Claude Opus 5.5 medium 0.006 0.000 0.011 0.000
Claude Opus 5.5 high 0.009 0.000 0.017 0.000
GPT-6 Astra medium 0.006 0.000 0.011 0.000
GPT-6 Astra high 0.016 0.000 0.030 0.006
GPT-6 Astra high + tools 0.063 0.000 0.118 0.401
GPT-5.6 Luna high + tools 0.047 0.000 0.088 0.247
Claude Opus 5.5 high + tools  0.075 0.000 0.140 0.186

Table 13: Mean progress from the reference. The first three numeric columns use proven mathemat-
ical bounds; the last uses the conjectured LABS target. Each mean includes zero scores.
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D VERIFICATION OF CONSTRUCTIONS

The accepted formats can express constructions that match the references for all 69 evaluated in-
stances. Appendix E.1 documents these reference constructions; the representations below include
explicit objects, compact constructions and algebraic certificates.

D.1 VERIFIER VALIDATION

The verifiers use separate code for mathematical checks and objective calculations, and share code
for extracting answers and expanding compact descriptions. They agree for all model constructions
that pass the primary verifier and all 69 reference constructions.

Tests include forbidden configurations, duplicates, incorrect dimensions and types, false cardinality
claims and invalid certificates. Spherical-code tests exercise exact angle boundaries. For small Shan-
non and trifference codes, exhaustive checks compare verifier decisions with the defining constraints,
and certificate tests compare the certified result with an explicitly expanded code. All deliberately
invalid test cases are rejected, and the exhaustive and certificate-expansion checks agree with the
verifiers. These checks and expected outcomes accompany the release.

D.2 COMPACT REPRESENTATIONS

Mathematical ingredients

Compact descriptions specify a construction through its mathematical ingredients:

* Orbits: apply coordinate permutations and sign changes to generator vectors, with
duplicate vectors counted once.

* Products: take the Cartesian product of smaller cap sets.

* Digit sets: select integers by their base-b digits, optionally restricting the sum of
squared digits as in Behrend-type constructions.

* Difference sets: form a corner-free grid {(x,y) : « —y € D} from a specified set D.

* Cayley graphs: specify cyclic-group orders and generators, including inverses for
undirected edges.

Descriptions are expanded before verification, except for the algebraic code certificates below.
Expansion is limited to 60,000 elements, with any smaller family-specific limit taking prece-
dence. Digit enumeration allows at most 480,000 search nodes. Expansion and verification
together have a 60-second limit; exceeding it scores zero. Prompts state the accepted represen-
tation.

Exact quadratic coordinates. For the thirteen-dimensional kissing instance, a coordinate may be
written as a + by/3, encoded by an integer pair (a, b) with |al, [b| < 1000. Both verifiers check the
angle constraints exactly in Q(+/3), without floating-point tolerances. This format represents the full
1,154-point published construction (Zinoviev & Ericson, 1999); its JSON answer fits within 128k
tokens and passes both verifiers within the 60-second limit. Submissions may contain at most 20,000
vectors.

D.3 CoODE PRODUCTS AND EXPLICIT CODEWORDS

Shannon codes may be listed explicitly, expanded as products of up to 4,096 words, or specified by
factors C; and integer powers r;. The factors must satisfy ) . r; dim(C;) = d. Verifying each factor
establishes the full product’s separation property, and its exact size is [ [, |C;|™. Certificates may list
at most 16,384 factor words in total and describe dimension at most 256. The supported alphabets are
q € {5,7,9}, with Cs used for calibration. We compute a rational upper bound on 9(C,)¢ (Lovasz,
1979) and round it down to an integer, since code sizes are integers.

The explicit-expansion format for trifference accepts up to 6,561 words of length at most 128, or
a ternary generator matrix with at most eight rows. For a verified linear code, translating a triple
to include zero reduces verification to pairs of codewords. Nonlinear codes require the direct triple
check. Both procedures have the same 60-second limit.
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D.4 LINEAR TRIFFERENCE CERTIFICATES

The main trifference instances use algebraic certificates to represent codes beyond the explicit-list
limit. A linear-code certificate specifies a ternary generator matrix with at most 16 rows, rank k < 12,
length n < 1024 and m € {1,2,3}. The verifier computes the rank and certifies the exact size 3*.

Hyperplane verification

For a full-rank ternary generator matrix G, translate a triple to (0, uG, vG) and put z = u + v,
a = u — v. Coordinate j separates the triple exactly when (2G); = 0 and (aG); # 0. The
case z = 0 requires the full code to have minimum distance at least m. For each nonzero
projective z, restrict G to the coordinates where zG is zero. The remaining requirement is
equivalent to that restriction having rank k£ — 1 and minimum distance at least m. This extends
the minimal-code characterisation of trifference (Bishnoi et al., 2024; 2025) into a direct check.
Verification enumerates (3"’ — 1)/2 projective directions. For m < 3, reduced row-echelon
form allows exact distance checking using only combinations with at most m — 1 nonzero pivot
coefficients. A second verifier checks the rank and distance conditions independently.

test construction words primary (s) independent (s)
rank 12, m =1 531,441 5.61 8.66
rank 12, m = 3 531,441 21.63 37.70
concatenation, n = 1024 5.154 x 10%7 <0.01 < 0.01

Table 14: Measured verification times for reference constructions. Both implementations check the
certificate and exact code size. The length-1024 example illustrates verification at a scale beyond the
evaluated model answers.

D.5 REED-SOLOMON CONCATENATION

Construction and separation guarantee

A Reed-Solomon concatenation certificate supplies a verified inner code of length a and size
¢ = 3", a monic irreducible polynomial defining F,, and outer parameters 1 < K < N < q.
Every triple of distinct inner codewords must be separated in at least b coordinates. The outer
code evaluates all polynomials of degree below K at N distinct field elements. Replacing its
symbols by the ¢ inner words gives exactly ¢/ words of length a N, with zero padding to n
allowed.

The separation guarantee follows from the outer code’s distance. Two distinct outer polynomials
agree at most K — 1 times, so their distance is at least D = N — K 1. If three outer words have
t coordinates where all three symbols differ, their three pairwise distances sum to at most 2N +¢
and at least 3D. Hence t > N — 3K + 3, and the certificate is valid when b(N — 3K +3) > m.
This gives an exact construction and count without expanding its words.

Both checkers verify the inner code and field irreducibility. For irreducibility, one implemen-
tation uses Frobenius/gcd tests and the other uses monic trial division. The representation
supports a single concatenation layer.

What the certificate establishes

Length Number of words Guaranteed separation
aN q« b(N — 3K +3)

The certificate is accepted when its guaranteed separation b(N — 3K + 3) is at least m. The finite
inner code and irreducible polynomial make both the cardinality and the separation claim checkable.

Representation limits. At length 64, the bench-v1.0 formats admit at most 312 = 531,441
words (relative quality 27), attained by Opus 5.5. Direct and explicit formats obey this cap. For
concatenation, 3" < |2(3/2)*], N < min(3", |64/a]), K < |[(N + 2)/3] and r < 12 give
rK < 12. This is a representation limit, not a known mathematical optimum; scores are not clipped
at reference parity.
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E REFERENCES, BOUNDS AND TARGETS

E.1 VERIFIED REFERENCE CONSTRUCTIONS

For every one of the 69 evaluated instances, we verified a construction matching its reference, cover-
ing all 30 published frontiers and all 39 construction baselines. Each object uses an accepted answer
format, fits within the 128k output limit and passes both verifiers within 60 seconds. Together, these
constructions establish that a relative quality of 1 is attainable throughout the evaluation under the al-
lowed answer formats and verification time. All 69 objects and their verification results are included
with the benchmark.

Reference group Verified instances Largest answer (tokens)

Published frontiers 30/30 77,528
Construction baselines 39/39 19,149
Total 69 /69 77,528

Table 15: Reference constructions for all 69 instances. Each object attains relative quality 1
and passes both verifiers within 60 seconds. Token counts use the larger of c1100k_base and

0200k_Dbase for the serialised answer.

E.2 PUBLISHED CONSTRUCTIONS

Table 16 gives selected published frontiers and the proven bounds used to measure gap closed. Values

follow the listed parameter order.

Family / parameters Reference and source

Bound and source

Cap set, d = 10,11 2432, 5504; Edel and
Karapetyan—Karapetyan
constructions (Edel, 2004; Karapetyan &

Karapetyan, 2023).

1154, 1932, 2564;
constructions (Zinoviev & Ericson, 1999;

Kissing,
d=13,14,15

Ganzhinov, 2025; Leech & Sloane, 1971).

Matrix multiplication, 61, 93; schemes from the Lille FMM

(4,4,5), (5,5,5) catalogue.
Degree—diameter, 364, 168, 196, 104; graphs from
(4,5),(7,3),(3,7), Comellas (2026).

k]

F§ AP-free,n = 5,6 194, 649; affine charts of Edel’s
projective caps (Edel, 2026; Elsholtz &

Pach, 2020).

2,4, 5; constructions (Miller et al., 2024;
Todorov, 2012; Abel, 2015).

536, 1696, 5362; partitions (Fredricksen
& Sweet, 2000; Rowley, 2021; Bengone
et al., 2026).

126, 116, 225; block lists from the La
Jolla repository (Gordon, 2026).

MOLS,
n =10, 14,18

Schur, k = 6,7,8

Covering, (v, k,t):
(18,7,4), (24,6, 3),
(30,6,3)

5619, 16857; proven bounds from
Versluis (2017) and slicing.

2064, 3174, 4853; proven
bounds (Leijenhorst & de Laat, 2024).

20, 25; proven lower bounds from tensor
flattenings.

485, 302, 382, 161; proven Moore
bounds (Miller & Sirar, 2013).

1296, 7497; proven bounds from the
polynomial-method count (Ellenberg &
Gijswijt, 2017).

8, 12, 17; proven n — 2 or n — 1 bounds,
including Lam et al. (1989).

1896 at k = 6; general factorial upper
bound at k = 7, 8; proven.

111, 112, 210; proven lower bounds
recorded in the repository (Gordon,
2026).

Table 16: Selected published frontiers and proven bounds. Values follow the listed parameter order;

minimisation tasks use lower bounds.
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E.3 CONSTRUCTION BASELINES AND CONTROLS

Construction baselines are verified outputs of documented construction and search procedures, pro-
viding reproducible comparison points across the evaluation. Published LABS sequences (Dim-
itrov, 2022), spherical-code tables (Cohn, 2026) and Heilbronn configurations (Stead, 2026) pro-
vide stronger constructions at some evaluated parameters. References remain unchanged within
bench-v1.0;exceeding a construction baseline alone does not establish a mathematical record.

Family / parameters Reference and source Bound or target and source

Kakeya control, Expert constructions of sizes 703, 553, 595, 375, 2105; proven lower

(¢,m) = (13,3), 2741 (Saraf & Sudan, 2008); construction bounds (Bukh & Chao, 2021).

(7,4), (11,4) baselines.

LABS Rotated Legendre construction or Merit factor 12.32; conjectured target.
reference search (Packebusch & Mertens,
2016).

Heilbronn (both Expert construction or reference search; 1/(n — 2); trivial proven bound from

domains) see Appendix A. triangulation.

Linear-equation-free ~ Digit constructions or reference n and n?; trivial proven bounds.

sets; corners search (Behrend, 1946; Ruzsa, 1993).

Spherical codes Expert construction or reference search. Cap-packing bound; proven.

Table 17: Construction baselines and controls, with proven bounds or the conjectured LABS target.

E.4 CONSTRUCTING THE CODE REFERENCES

Shannon references optimise products of small codes: the Polak—Schrijver 367-word code in C2,
its projections, and the 81-word code {(i,j,2i + 4j mod 9) : i,j € Zg} in C3. The ten-second
search modifies these small codes and recomputes their best products. The resulting references reach
roughly 4.8 x 10*° words and have short certificates. Recent recursive improvements (Tandon, 2026)
suggest further composition methods. At (¢, d) = (7,24), the bench-v1. 0 baseline uses 367* x
107; the 108-word factor in C4 due to Vesel and Zerovnik, listed in Polak & Schrijver (2019, Table 1),
gives the stronger product 3674 x 108, explaining the corresponding tool-assisted improvement over
this baseline.

For the shorter trifference instances, references include 729-word linear codes of lengths 26, 35 and
41 with separation multiplicities 1, 2 and 3, and a 2,187-word code of length 49. The first three
augment a published generator array with selected coordinates; the last uses projective columns of
weight one or two. Zero padding gives codes at the required lengths.

At lengths 64, 96, 144 and 192 with m = 1, the reference library combines 27-word and 81-word in-
ner codes of lengths 9 and 14, finite-geometry constructions, and a 6,561-word length-56 construction
generated by GPT-6 Astra. The source constructions are included in the release. References max-
imise code size over the library’s inner codes and outer parameters and were fixed before evaluating
these lengths. This procedure does not use the search-time budget, so trifference is excluded from
the timed comparison. Astra medium matches all four references through concatenation (Table 18).
Better inner codes can improve these results. Table 14 shows that both verifiers also handle much
larger constructions within 60 seconds.

Relative
instance length reference words verified words quality generation (s)
T1 64 19,683 19,683  1.000 523
T2 96 531,441 531,441  1.000 53.8
T3 144 387,420,489 387,420,489  1.000 37.0
T4 192 10,460,353,203 10,460,353,203  1.000 63.8

Table 18: GPT-6 Astra at medium effort on four trifference lengths. The evaluator checks each
submitted construction and computes its exact size. Ratios use the construction baselines; invalid or
budget-exhausted responses score zero.
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E.5 REFERENCE SEARCHES AND ALGEBRAIC CONSTRUCTIONS

Expert constructions can leave the baseline unchanged even when search improves. Let r; be the
search objective after ¢ seconds and z; the better of that result and the expert construction. Table 19
compares both quantities at 10 and 600 seconds using the same expert construction. In dimension
ten, for example, cap-set search improves from 1140 to 1202 points, both below the 2240-point
product construction. The baseline therefore stays at 2240. For Schur with six, seven and eight
colours, both search budgets return 364, 1,093 and 3,280 elements, respectively. The longer covering
searches reduce the numbers of blocks from 179, 366 and 181 to 178, 361 and 178, respectively.
Shannon search leaves all four code sizes unchanged. The reported gains concern the specific search
procedures tested.

Algebraic construction baselines. For corners, translated ternary digit sets give AP-free difference
sets D and corner-free grids {(x,y) : © — y € D}. For spherical codes, candidate vectors combine
selected nonzero coordinates and signs, binary sign vectors and coordinate axes; pairwise angles are
checked exactly. These procedures were calibrated on 17 separate parameter settings after model
responses were collected, then applied uniformly to all 20 evaluation instances.

Every reference construction passes both verifiers and is shared by all models. Calibration is separate
from the timed searches, which use the same algebraic baseline at both budgets.

family class runs instances mean A, max A, mean A, max A,
cap set R 3 2 0.108  0.163 0.000  0.000
spherical codes R 6 5 0.000  0.000 0.000  0.000
corners R 3 3 0.019  0.024 0.000  0.000
linear-equation-free sets R 3 3 0.016  0.019 0.016  0.019
Schur R 3 3 0.000  0.000 0.000  0.000
Fy AP-free R 3 2 0.041  0.083 0.041  0.083
MOLS R 3 3 0.000  0.000 0.000  0.000
Shannon R 4 4 0.000  0.000 0.000  0.000
LABS S 3 3 0.058  0.086 0.000  0.000
Heilbronn S 6 6 0.687 0914 0.687 0914
matrix multiplication S 3 1 0.000  0.000 0.000  0.000
degree—diameter S 3 2 0.000  0.000 0.000  0.000
covering S 3 3 0.012  0.017 0.012  0.017

Table 19: Search gains for seeds 0-2, with all four evaluated instances included for Shannon. R
denotes search-resistant families; S denotes families that may benefit from search, for the procedures
studied here. A, compares raw 600- and 10-second search objectives; A, compares the baselines
after including the expert construction. Both are log improvement ratios, with direction adjusted for
minimisation. Repeats are averaged within each instance before computing the means; maxima are
over paired runs.
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Figure 13: Effect of increasing reference search time. Light grey shows the improvement in the search
result from 10 to 600 seconds. Dark grey shows the improvement after taking the better of the search
result and the established construction at each budget. Ochre compares the best valid tool-free answer
with the 10-second search result. For minimisation, ratios are inverted before taking logarithms; log
ratios are then averaged over distinct instances. The dotted line marks a 1.1-fold improvement.
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F INSTANCE PARAMETERS AND RESOURCE LIMITS

We use three parameter ranges: Al contains small familiar instances, while A2 and A3 increase
size. Family selection for A3 screened the first sampled setting for a ratio of at least 1.4 between the
implemented baseline z and a bound or target b: b/z for maximisation and z /b for minimisation. This
screening identifies families with room for improvement; the remaining instances vary the parameters
within those families. Answers must also fit the representation limits and be verifiable within 60
seconds. Kakeya is evaluated separately as a control. For example, the Kakeya setting (¢,n) =
(13, 3) has a proven lower bound of 595 (Bukh & Chao, 2021) and a construction of size 703, leaving
a ratio of only 1.18.

The main evaluation contains 69 instances: 61 in the twelve non-code families, four Shannon in-
stances and four trifference instances. Each configuration contributes one response per instance un-
der the protocol in Appendix G. The released manifest specifies the selected instances. Table 20 lists
the instances, and Table 21 specifies the triangular domains. Kakeya provides a separate control for
the family-selection comparison. Smaller-instance parameters appear in Table 22.

Table 20: The 69 instances in the main evaluation. Each configuration contributes
one response per instance.

Family Parameters

Cap sets d=10

Cap sets d=11

Cap sets d=9

Corners n =138

Corners n =183

Corners n = 150

Corners n = 162

Corners n = 185

Schur k=7

Schur k=6

Schur k=28

Fy AP-free n==6,¢g=>5

Fy AP-free n=2>54g=5

Fy AP-free n=4,q¢q="7
Spherical (60°) d=14

Spherical (60°) d=15

Spherical (variable) c=24/100, d = 12
Spherical (variable) c¢=39/100, d = 12
Spherical (variable) c=36/100, d = 14
Spherical (variable) ¢=39/100, d = 14
Spherical (variable) c=36/100, d = 12
Spherical (60°) d=13

LABS N =280

LABS N =375

LABS N = 357

LABS N =281

LABS N =240

Heilbronn (square) n = 46

Heilbronn (square) n =26

Heilbronn (square) n =40

Heilbronn (square) n =50

Heilbronn (square) n =48

Heilbronn (triangle) n = 32,11
Heilbronn (triangle) n = 34,1,
Heilbronn (triangle) n=31,T3
Heilbronn (triangle) n =40, Ty
Heilbronn (triangle) n = 26,75
Degree—diameter d=4,k=5
Degree—diameter d=T7, k=3
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Family Parameters

Degree—diameter d=4, k=4
Degree—diameter d=3, k=7
Degree—diameter d=6,k=3
Degree—diameter d=5k=4
Degree—diameter d=3,k=6
Linear-equation-free a=3,b=4, n=19044
Linear-equation-free a=2,b=5 n=18883
Linear-equation-free a=2,b=3,n=17965
Linear-equation-free a=3,b=4, n=13312
Linear-equation-free a=3,b=4,n=06248
Covering designs k=T7t=4, v=18
Covering designs k=6,t=3,v=30
Covering designs k=6,t=3, v=24
Matrix multiplication m=4n=4,p=>5
Matrix multiplication m=5 n=>5p=>
Matrix multiplication m=5 n=4,p=>5
MOLS n=14

MOLS n =10

MOLS n =18

MOLS n =15

MOLS n =12

MOLS n =20

Shannon d=24,q="7

Shannon d=40,q=7

Shannon d=48,q=9

Shannon d=64,q=9
Trifference m=1,n=064
Trifference m=1,n=96
Trifference m=1,n=144
Trifference m=1,n=192

F.1 TRIANGULAR DOMAINS

Table 21: Triangular domains used in the main evaluation. Coordinates are inte-

gers.

Domain Vertex 1 Vertex 2 Vertex 3

T (9026, 8197) (1769,9178) (7298, 1276)
Ts (578,9933) (8598, 7337) (2075, 588)
Ts (411,7999) (9004, 9890) (3031, 713)
Ty (7922, 8793) (9917, 1548) (1510, 3942)
Ts (526, 8526) (8696, 8279) (8084, 1688)

Each triangle is specified by its three integer-coordinate vertices. The objective is the minimum
triangle area divided by the area of the containing domain.
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F.2 SMALLER-INSTANCE PARAMETER DRAWS

Table 22: Three representative smaller-instance draws per tier, in seed order 0, 1,
2. Trifference uses the lengths listed in the main evaluation table.

Family Tier Representative parameters
Cap sets Al d=3;d=3;d=14
A2 d=8d=7,d="T7
Corner-free sets Al n=23;n=15n=22
A2 n=66n=50n="79
Schur colourings Al k=4k=4k=3

A2 k=5k=5k=
Progression-free sets over finite Al ¢=5, n=4;9q=5,n=4,9q=5 n=
fields

A2 g=T7,n=3,q=7T,n=4q9q=7,n=4
Spherical codes (60°) Al d=7,d=7,d="T

A2 d=11;d=12;d=9

Spherical codes (variable angle) Al d =6, ¢=37/100;d =6, ¢ = 35/100;
d=6, c=48/100
A2 d=10, ¢ =47/100; d = 10, ¢ = 45,/100;
d=9, c=20/100

Low-autocorrelation binary Al N=19;N =25 N =29
sequences

A2 N =68 N=74N =091
Heilbronn triangles (square) Al n=Tn=6;n=5

A2 n=18;n=17;n=18
Heilbronn triangles (triangle) Al n=9%5n=12;n=11

A2 n=16;n=14;n =12

Degree—diameter graphs Al d=4,k=3;d=3,k=3;d=3, k=3
A2 d=10,k=2;d=5k=3;d=3, k=5
Linear-equation-free sets Al a=3,b=4,n=12%a=1, b=2, n =101,

a=2,b=3, n=155
A2 a=3,b=5 n=13%94;a=1, b= 3, n = 1445;
a=3,b=4,n=1439

Covering designs Al v=12 k=6,t=3;v=13, k=4, t=2;
v=10, k=5,t=3

A2 v=16,k=6,t=3;v=15, k=7t =4;
v=16, k=6,t=3

Matrix multiplication Al n=2 m=2,p=4n=3, m=3,p=3;
n=2 m=2,p=4
A2 n=3 m=3,p=5n=3 m=3,p=4;
n=4,m=4, p=>5
Mutually orthogonal Latin Al n=12;n=10;n =10

squares
A2 n=15n=14;n=14

Shannon codes Al ¢g=7,d=3;9q=9,d=3;q=7,d=4
A2 ¢q=9,d=12,9q=7,d=8,q=7, d=12
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G EVALUATION SETTINGS AND EXAMPLE PROMPT

G.1 INFERENCE SETTINGS

The fourteen tool-free configurations follow Section 3.5. For each instance, we retain the first com-
pleted response or generation-budget stop. Completed responses are verified; invalid answers and
generation-budget exhaustion score zero and are not retried. Network and service failures are un-
scored, and the evaluation may resume or be resubmitted after recovery. Bounded transport recon-
nection is permitted, so an evaluation can involve more than one generation request. Usage records
include all reported tokens, with unreported usage on interrupted requests marked as unknown. Code-
family, thirteen-dimensional kissing and Claude Fable 5.1 high and Opus 5.5 evaluations use a two-
hour generation deadline, followed by a separate 60-second verification limit. Appendix H describes
the tool-assisted protocol.

All configurations receive identical mathematical prompts and format instructions. API models re-
ceive a mathematical-construction system message; CLI models retain their native system instruc-
tions. No follow-up prompts are used to extend completed answers. Tool-free CLI runs disable tools
in their configuration: Claude Code uses ——tools "" with a strict MCP configuration, while
Codex disables execution, web and MCP tools.

Claude Fable 5.1. Claude Code 2.1.269 at medium and high effort, using independent sessions
and the model identifier claude-fable-5-1. Medium-effort responses were collected on 12—-17
September 2026 and high-effort responses on 20 September 2026.

Claude Opus 5.5. Claude Code 2.1.280 at medium and high effort, with model identifier
claude-opus—5-5, collected on 22-23 September 2026. Each configuration contains 69 fresh
responses, with the same prompts, output budget and verification rules as the other tool-free evalua-
tions.

GPT-6 Astra and GPT-5.6 Luna. Codex CLI 0.154.0 at the reasoning-effort levels indicated in
the results.

DeepSeek V4.1 Flash. Chat-completions API with reasoning enabled at low or high effort.

Qwen models. vLLM 0.29.0 at high reasoning effort. The 27B checkpoints use FP8 weights;
serving settings are supplied with the release.

Reference searches. Each search uses a fixed random seed and one process, with iterated greedy
construction or local optimisation as appropriate to the family. We report results at 10 and 600
seconds.

G.2 EXAMPLE PROMPT

Prompts specify the problem, parameters and supported answer format. The following prompt was
used for the ten-dimensional cap-set instance.
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Model prompt

Problem (Cap-Set, d=10). Find a subset S of F_3710
(vectors of length 10 with entries in {0,1,2}) of
maximum possible size containing no three distinct
vectors x, y, z with x + v + z = 0 (mod 3)
coordinate-wise —-— a cap set. Output: a JSON list of the
vectors, each written as a string of 10 digits (at most
20000 vectors are accepted).

Output format: a JSON object {"answer": X} where X is a
JSON array of strings of digits 0/1/2, all of the stated
length.

An answer that violates the stated property, is
malformed, contains duplicates, or is out of range
scores zero. Among valid answers, a better objective
scores higher. Give one answer.

Compact form allowed: {"product": [S1l, S2, ...]} where
S_i is a list of digit strings in dimension d_i with d_1
+ ... = d; the set is all concatenations.

In the tool-free track, each prompt also states that tools are unavailable and requests a single JSON
answer.
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H CobE AND WEB ACCESS

Code and web access improve all three models’ overall scores. Claude Opus 5.5 achieves the
highest overall score, while GPT-6 Astra comes closest to the published frontiers. Family and
instance comparisons distinguish these patterns.

H.1 ProtocoL

We evaluated GPT-6 Astra and GPT-5.6 Luna at high effort through Codex CLI 0.154.0 on 18
September 2026, with code execution and live web search. Each instance has an independent en-
vironment with four CPU threads, 16 GiB of memory and a two-hour wall-clock limit, with no limit
on total output tokens. An evaluation may contain multiple model and tool interactions. Models can
inspect constructions and stop when ready, saving their submission as a JSON file of at most 32 MiB.
When the evaluation ends or reaches a resource limit, we score the saved construction if it was written
within the time limit and passes verification. Missing, late or invalid submissions receive zero. Both
verifiers and their 60-second verification limit are the same as in the tool-free track.

Claude Opus 5.5 was evaluated at high effort through Claude Code 2.1.280 on 22-23 September
2026. It uses native web search and an MCP shell connected to the same CPU environment and
resource limits. The native system instructions and tool interfaces therefore differ between Claude
Code and Codex. Claude’s per-response output limit is 128k; there is no cumulative limit across the
trajectory. At an output or resource stop, the saved construction is scored under the same rule.

Mathematical prompts, parameters and formats match the tool-free evaluation; we replace the no-
tools instruction with: “Save your final answer as a single JSON object to /workspace/answer.json.”
Prompts give no reference values, strategies or budget reminders, and environments contain no
benchmark library, reference objects or prior answers. Subagents are disabled and bounded recon-
nection is enabled. Network and service failures are unscored. We retain the first result that can be
scored and do not repeat an evaluation to improve its answer.

Web access permits retrieval and adaptation of published constructions. Benchmark materials were
available online during the Opus 5.5 evaluation, but not during the Astra and Luna evaluations. An
audit of Opus 5.5’s recorded interactions found no evidence of direct access to these materials.

H.2 CONSTRUCTION QUALITY

GPT-6 Astra returns 69 valid constructions, improving 62 and tying 7 tool-free outcomes. GPT-
5.6 Luna returns 66 valid constructions, with 61 improvements, 5 ties and 3 declines. Luna’s three
zeroes comprise two invalid submissions and one evaluation that exceeded the memory limit before
producing a submission. Both verifiers agree on every scored outcome.

Opus 5.5 returns 69 valid constructions, with 62 improvements and 7 ties against its high-effort
tool-free answers. Its final covering evaluation reaches the two-hour limit with a valid 225-block
construction saved, matching the reference and receiving full relative quality. Its mean relative quality
is 0.985 on published frontiers and 2.428 on construction baselines, matching 23 published references
and exceeding 33 construction baselines.

Mean relative quality on instances with published frontiers reaches 0.998 for Astra and 0.961 for
Luna, matching 29 and 23 references without exceeding any. On the 39 construction baselines, As-
tra improves 33 and Luna 25, reaching mean ratios of 1.765 and 1.372. Luna exceeds Astra on 7
Heilbronn instances, with a higher mean across the ten instances in that family. These comparisons
include web retrieval, code execution and the different generation budgets of the two tracks.
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Astra high Luna high Opus 5.5 high

Family n No tools Tools No tools Tools No tools Tools

cap set 3 0923 0984 0464 0946  0.877 0.955
LABS 5 0985 1.374 0.000 1.189  0.379 1.166
Heilbronn 10 0.684 2.138  0.196 2270  0.456 2.936
spherical codes 8 1.313 1.642  0.284 1.420  0.927 1.784
corners 5 1.026 1.109  0.961 1.078 1.009 1.117
matrix multiplication 3 0.895 1.000 0.000 0.886 0.595 1.000
degree—diameter 7 0.752 1.000  0.257 1.000  0.476 0.992
linear-equation-free 5 0.974 1.477 0.564 0.597 0.971 1.387
Fy AP-free 3 1.062 1.168  0.691 1.052  0.902 1.231
MOLS 6 0550 1.000 0.433 0.958  0.592 0.958
Schur 3 0731 1.000  0.058 1.000  0.246 1.000
covering 3 0.883 1.000 0.111 0.861 0.312 1.000
Shannon 4 0774 1.002 0.705 0.998  0.678 1.002
trifference 4 1.500 3.000  0.250 0.750 1.500 7.500

Table 23: GPT-6 Astra, GPT-5.6 Luna and Claude Opus 5.5 at high effort, with and without tools on
the 69 instances. Family means average relative quality over instances, including zeroes.

For the length-64 trifference example in Section 3.3, tools increase Astra’s code size from 59,049
to 177,147 codewords, raising relative quality from 3 to 9. Opus 5.5 constructs 531,441 codewords,
with relative quality 27 against the same construction baseline. This reaches the maximum size
supported by the bench-v1.0 formats at length 64, rather than a known mathematical optimum
(Appendix D.5). This instance and the ten Heilbronn instances account for more than its net score
advantage over Astra; the other 58 instances slightly favour Astra. Opus remains first when any
single family is excluded. Luna matches the construction baselines at lengths 64, 96 and 192, but its
length-144 certificate is invalid. All submitted objects are released.

H.3 TOKEN USAGE

Table 24 sums reported token usage across all model turns in each model’s 69 evaluations. Reasoning
tokens are included in output totals, and cached tokens are included in input totals. For Claude Code,
we also include model usage reported by its native web-search tool. The final deadline-stopped
Opus evaluation lacks that aggregate, so its retained streamed usage and the resulting total are lower
bounds, marked with a star. Figure 3 describes model generation, including reported search-related
model usage; it does not measure external CPU computation or search-service work.

Measure Astra high  Luna high Opus 5.5 high
Input tokens 34,575,392 98,019,732 157,011,011*
Cached input tokens (included above) 31,453,056 91,690,496 149,741,729*
Output tokens 445,123 866,731 1,702,589*
Reasoning tokens (included above) 181,416 425,435 668,352*

Table 24: Reported token usage at high effort with code and web access. Stars indicate totals with
some unreported usage; actual consumption may be higher.
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H.4 INDIVIDUAL INSTANCES

Parameters and reference types are listed in Appendix F; the release includes every submitted object
and its verification result.

Table 25: Per-instance relative quality for GPT-6 Astra, GPT-5.6 Luna and Claude
Opus 5.5 at high effort. P: published frontier; C: construction baseline. A dagger

marks an evaluation assigned zero under the protocol in Section 3.5.

Astra high Luna high Opus 5.5 high
Family Parameters Ref. No tools Tools No tools Tools No tools Tools
cap set d=9 P 0932 1.000 0.739 1.000 0.932 0.946
cap set d=10 P 0921 1.000 0.000" 0921 0.785 0.921
cap set d=11 P 0916 0951 0.654 0916 0916 0.997
LABS N =240 C  0.931 1.568 0.000"7 1306 0.931 1.067
LABS N =280 C 0985 1.507 0.0000 1.253 0.000" 1.123
LABS N =281 C 0989 1.517 0.000" 1.328 0.000" 1.517
LABS N = 357 C  0.996 1.076 0.000"7 0.877 0966 1.068
LABS N =375 C  1.022 1.201 0.000" 1.183 0.0007 1.054
Heilbronn (square) n = 26 C 0.774 2.251 0.320 2.413 0.272 2.887
Heilbronn (square) n =40 C 0.837 3.052 0.096 1.801 0.463 1.793
Heilbronn (square) n =46 C 1.193 3.018 0.089 3.232 0.497 2.066
Heilbronn (square) n =48 C 1.173 1952 0.130 0.207 0.491 4.470
Heilbronn (square) n = 50 C 0793 2930 0.238 4.572 0.685 5.950
Heilbronn (triangle) n = 26, Ts C 0224 1.234 0.149 1.159 0.120 1.252
Heilbronn (triangle) n=231,Ts C 0468 1.903 0.115 2.066 0.454 1.630
Heilbronn (triangle) n = 32,1} C 0322 1.623 0.180 2.137 0.456 1.993
Heilbronn (triangle) n = 34,75 C 04251707 0250 2.246 0.535 2.847
Heilbronn (triangle) n = 40, Ty C 0.635 1.711 0398 2.864 0.590 4.475
spherical codes d=13 P 0924 1.000 0.270 1.000  0.827 1.000
spherical codes d=14 P 0.652 1.000 0.188 1.000 0.768 1.000
spherical codes d=15 P 0.667 1.000 0.164 1.000 0.913 1.000
spherical codes c=24/100, d =12 C 1964 2786 0.857 2.750 0.000" 2.571
spherical codes c=36/100, d = 12 C 1.105 1.276 0368 1.105 1.105 1.230
spherical codes ¢ =39/100, d = 12 C 1.184 1.533 0421 1.000 1.105 1.520
spherical codes c¢=36/100, d =14 C  1.806 2.113 0.000" 1.806 0.000" 2.766
spherical codes c=39/100, d = 14 C 2197 2432 0.000" 1.697 2.697 3.182
corners n = 138 C 1.058 1.078 1.000 1.058 1.000 1.078
corners n = 150 C 1.019 1.083 1.000 1.053 1.019 1.097
corners n =162 C 1.052 1.117 1.000 1.078 1.019 1.121
corners n = 183 C 1.000 1.138 0.838 1.113  1.008 1.145
corners n = 185 C 1.000 1.127 0966 1.090 1.000 1.142
matrix multiplication m =4, n=4,p=>5 P 0938 1.000 0.000" 0.762 0.938 1.000
matrix multiplication m =5 n=4, p=5 P  0.894 1.000 0.000" 0.894 0.000" 1.000
matrix multiplication m =5, n=5,p=>5 P 0.853 1.000 0.000" 1.000 0.845 1.000
degree—diameter d=3,k=6 P 0.955 1.000 0.333 1.000 0.485 1.000
degree—diameter d=3, k=7 P 0.857 1.000 0.622 1.000 0.551 1.000
degree—diameter d=4, k=14 P 0769 1.000 0.000" 1.000 0.548 0.952
degree—diameter d=4, k=5 P 0.558 1.000 0.000" 1.000 0.558 1.000
degree—diameter d=5 k=14 P 0.802 1.000 0.000"7 1.000 0.302 0.991
degree—diameter d=6,k=3 P 0.730 1.000  0.559 1.000 0.495 1.000
degree—diameter d="7,k=3 P 0.595 1.000 0.286 1.000 0.393 1.000
linear-equation-free a=3,b=4n= C  1.032 1.338 0.135 1.020 0.0007 1.433
6248
linear-equation-free a=3,b=4, n= C 0.766 1.445  0.822 0.000" 1.199 1.248
13312
linear-equation-free a=2,b=3n= C 0717 1421 0478 1.036 0.964 1.423
17965
linear-equation-free a=2,b=5n= C 1576 1.576 0.841 0931 1.576 1.603
18883
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Astra high Luna high Opus 5.5 high

Family Parameters Ref. No tools Tools No tools Tools No tools Tools
linear-equation-free a=3,b=4, n= C 0.778 1.603  0.544 0.000" 1.117 1.230
19044
Fy AP-free n=4,q="17 C 1417 1.505 1.427 1.155 0971 1.699
Fg AP-free n=>5 q¢g=>5 P 0.804 1.000 0.644 1.000 0.773 0.995
Fy AP-free n=6,g=5 P 0963 1.000 0.000" 1.000 0.963 1.000
MOLS n =10 P 1.000 1.000 0.500 1.000  1.000 1.000
MOLS n =12 P 0400 1.000 0400 1.000 0.400 1.000
MOLS n=14 P 0.250 1.000 0.250 1.000  0.500 1.000
MOLS n=15 P 0.500 1.000 0.500 1.000  0.500 1.000
MOLS n =18 P 0400 1.000 0.200 1.000  0.400 1.000
MOLS n =20 P 0.750 1.000 0.750 0.750  0.750 0.750
Schur k=6 P 0.746 1.000 0.000" 1.000 0.000" 1.000
Schur k=7 P 0708 1.000 0.174 1.000 0.000" 1.000
Schur k=38 P 0.739 1.000 0.000" 1.000 0.739 1.000
covering k=6,t=3,v=24 P 0991 1.000 0.333 0.800 0.935 1.000
covering k=6,t=3,v=30 P 0.818 1.000 0.000" 0.784 0.000" 1.000
covering k=7,t=4,v=18 P 0.840 1.000 0.000" 1.000 0.000" 1.000
Shannon d=24,q="7 C 0.5151.009 0515 0991 0.713 1.009
Shannon d=40,q="7 C  0.582 1.000 0304 1.000 0.000" 1.000
Shannon d=48,q=9 C 1.000 1.000 1.000 1.000  1.000 1.000
Shannon d=64,q=9 C 1.000 1.000 1.000 1.000  1.000 1.000
trifference m=1,n=064 C  3.000 9.000 0.000" 1.000  3.000 27.000
trifference m=1,n=96 C  1.000 1.000 0.000"7 1.000 1.000 1.000
trifference m=1, n=144 C  1.000 1.000 0.000" 0.0007 1.000 1.000
trifference m=1,n=192 C 1.000 1.000 1.000 1.000  1.000 1.000
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